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Abstract
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static monopsony power provides a useful benchmark for the overall level of mark-
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1 Introduction

Workers are often paid less than their marginal revenue product, and firm-level wages move when
firms are hit by productivity or demand shocks. These two facts are central to current debates
on labor market power, rent sharing, wage inequality, and the transmission of firm-level shocks
to workers (Card et al., 2018; Berger et al., 2022; Lamadon et al., 2022; Yeh et al., 2022; Chan
et al., 2024). They are also central for policy. If the gap between wages and the marginal revenue
product of labor (MRPL) primarily reflects employer market power, then policies that increase
competition in labor markets or strengthen worker outside options may raise wages and improve
allocative efficiency. If, instead, part of that gap reflects the degree to which firms are constrained
by hiring/firing costs or other dynamic employment considerations, then policies aimed at reducing
labor market frictions may be more effective in improving efficiency. Our central question is
therefore: how much of the observed gap between wages and marginal revenue product reflects
monopsony power, and how much reflects firms’ dynamic employment costs and constraints?

To answer this question, we combine matched employer-employee data and firm accounting data
from Denmark with a flexible framework that lets us jointly recover five latent objects from the
data: worker productive ability, firm-specific wages per efficiency unit of labor, firm productivity,
workers’ marginal revenue product, and firm-level markdowns. We then embed these objects in a
dynamic model of wage setting in which the observed markdown reflects two forces. The first is a
standard monopsony wedge arising from the upward-sloping labor supply curve faced by the firm
(as in Berger et al., 2022). The second is a dynamic cost wedge arising from the fact that labor is
costly to adjust and so firms may under- or over-employ due to uncertainty over future outcomes (a
la Hopenhayn and Rogerson, 1993). In the model, firms choose employment taking into account
both current profits and the continuation value of labor. This breaks the tight mapping between
productivity, firm size, and markdowns implied by frictionless monopsony models, and yields a
simple decomposition of wage setting into monopsony and dynamic components.

We show that the empirical distribution of markdowns is consistent with the predictions of our
model. Firms which experience large negative productivity shocks frequently pay workers above
their marginal product, are highly leveraged, and make negative profits in the short run. The
response of markdowns and MRPL to productivity shocks similarly rejects a pure monopsony
model. To quantify which mechanisms drive the level and dispersion in markdowns, we then build
on our model of wage setting and pose a micro-founded model of labor supply and employment
costs, which we estimate on the data. This allows us to decompose markdowns into a monopsony
wedge and a cost wedge. We find that while labor supply elasticities pin down the average level
of markdowns, they explain almost none of the dispersion in markdowns or dynamics in wage and
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labor adjustment. A simple decomposition exercise shows that most of the dispersion in the cost
wedge (and markdown) is driven by factors influencing labor demand dynamics and non-wage
costs, rather than labor supply or market power.

A central feature of our approach is that the empirical recovery of worker ability, firm wages,
productivity, marginal revenue product, and markdowns does not require the full dynamic wage-
setting model. We combine an AKM-style wage decomposition with a revenue production-function
approach building on Abowd et al. (1999) and Gandhi et al. (2020) to estimate these objects under
assumptions that are weaker than those used later to decompose markdowns and interpret wage
dynamics. In particular, this part of the analysis does not require taking a stand on whether wages
are set through wage posting, bargaining, or some other mechanism.1 This separation allows us to
establish the main facts about wages, productivity, and markdowns before introducing the richer
structure used to interpret them. We also show that by estimating a revenue production function,
the markdown is identified in the presence of output market power. In this sense our measure of
productivity is revenue productivity (TFPR) and estimates of output elasticities and returns to scale
nest both output production and demand curvature.

Our first set of results concerns the measurement of markdowns. We find that the distributions
of firm wages and workers’ marginal revenue product are similar, but the gap between them is
economically meaningful. The median firm pays workers about 79% of their marginal revenue
product (standard deviation is 27%), and about 18% of firms pay workers more than their marginal
revenue product. These facts imply substantial dispersion in markdowns and suggest that observed
markdowns should not be interpreted one-for-one as measures of static employer market power.
Consistent with a dynamic interpretation of markdowns, firms with markdowns above one are
more leveraged and less profitable in the current period, but exhibit faster subsequent revenue and
profit growth. This suggests that these firms are not simply outliers or bonus-paying firms, but
forward-looking firms that retain labor despite weak current profitability.

At the same time, our estimated markdown distribution is considerably tighter than in much of the
existing literature (e.g., Yeh et al., 2022 and Brooks et al., 2021), which we view as an important
measurement result. A key difference is that we control for latent worker ability when construct-
ing both firms’ labor input and firm-level wages. This removes an important source of spurious
dispersion that would otherwise be loaded onto firm productivity and markdowns. If we instead
assume workers are homogeneous and measure labor using total hours, the markdown distribution

1In this sense, our estimates of worker ability, firm wages, productivity, marginal revenue product, and markdowns are
consistent with a broad class of wage-setting environments, including models with bargaining or other forms of surplus
sharing; see, for example, Carvalho et al. (2023). In the second stage, we impose a labor-supply-based wage-setting
structure in order to decompose markdowns and interpret wage responses to shocks. Recent survey evidence suggests
that this is a relevant description of how many firms think about wage setting; see Bertheau and Hoeck (2025).
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becomes dramatically more dispersed: the standard deviation rises from 0.27 to 0.65, and the share
of firms with markdowns above one rises from 18 to 30 percent. In this sense, our estimates are
tighter, and economically more plausible, than markdown estimates that do not account for worker
heterogeneity.

Our second set of results uses firms’ wage, MRPL and markdown responses to persistent revenue
productivity (TFPR) shocks to distinguish between our key mechanisms. On average, firms pass
through 35.6 percent of persistent shocks to wages, but this average conceals substantial hetero-
geneity across firms. The reason passthrough is so informative is that the same wage response
can arise from changes in the MRPL, the markdown, or both. We find that both margins matter
quantitatively: a 1 percent increase in persistent TFPR raises marginal revenue product by about
2.2 percent and widens the markdown by about 1.8 percent. The way these responses vary across
firms is hard to square with static monopsony alone. In particular, passthrough to wages declines
with firm size, while passthrough to marginal revenue product and markdowns both move toward
the fully constrained benchmark as firm size rises, which is the opposite of what a static monop-
sony model would predict. Larger firms appear not only to have more labor market power, but
also to be more constrained in adjusting labor, pointing to a central role for dynamic employment
considerations in wage setting.

Our main quantitative result is that labor market power explains the level of markdowns reasonably
well, but not their dispersion. We show that the markdown can be written as the product of a
monopsony wedge (a function of the labor supply elasticity faced by the firm) and a cost wedge,
which depends on the expected net marginal cost of labor. Estimating a nested-logit labor supply
model in the spirit of Lamadon et al. (2022) and Chan et al. (2024), we obtain a mean firm-
level labor supply elasticity of 2.87. This implies a median monopsony wedge of 0.74, which
is remarkably close to the median expected markdown of 0.77 recovered from the production
side of the model. We view this as an important validation result. The monopsony wedge is
estimated from the labor-supply side, while the expected markdown is recovered from the ability-
adjusted production function and wage estimates. The fact that the two line up closely at the
median suggests both that the labor-supply model provides a sensible static benchmark and that
our approach to recovering markdowns is disciplined. At the same time, while monopsony power
accounts well for the position of the markdown distribution, it explains only about 4–5 percent of
the variance in expected markdowns. Nearly all of the remaining variation is accounted for by the
dynamic cost component of markdowns.

We show that this dynamic cost wedge is economically meaningful and explained well by our
model. The average cost wedge is 1.10, implying that, on average, the expected future marginal
value of labor outweighs the current non-wage marginal cost of labor. Moreover, most of the

3



variation in the estimated cost wedge is explained by observed state variables in the model. In
our preferred specifications, observables account for roughly one-half to two-thirds of the total
variation in the cost wedge, and the estimated model explains close to ninety percent of the total
variance in empirical marginal costs. We then show that variables proxying for the expected fu-
ture value of labor account for the largest single share of explained variation in the cost wedge,
while workforce stocks and amenities are also quantitatively important. These findings point to
labor hoarding, dynamic constraints, and significant organizational frictions and costs as central
determinants of wage setting and markdowns.

These results have broader implications for both policy and measurement. First, they imply that ob-
served markdowns are not pure measures of monopsony power. A large markdown need not reflect
only a steep labor supply curve; it may also reflect the firm’s shadow value of employment. Second,
the effects of labor-market policy may therefore depend on more than employer concentration or
worker mobility alone. Policies aimed at increasing labor-market competition—including antitrust
enforcement, merger policy, restrictions on non-compete clauses, or minimum-wage policy—may
operate through the monopsony component of the wage wedge, but their incidence will also de-
pend on firms’ adjustment frictions and on the value firms place on retaining workers. Third, our
results matter for the measurement of misallocation. A growing literature infers distortions and
allocative losses from wedges in marginal products across firms (Restuccia and Rogerson, 2008;
Hsieh and Klenow, 2009; Syverson, 2011). In labor markets, however, an observed wedge between
wages and marginal revenue product may reflect employer labor market power, dynamic adjust-
ment frictions, worker quality, or some combination of all three. Treating all of this variation as
monopsony would overstate the dispersion in labor market power and may mismeasure both the
degree and the source of labor misallocation.

Our paper contributes to several related literatures. First, we contribute to the literature on monop-
sony power and markdowns by showing that the cross-sectional distribution of markdowns reflects
both labor market power and dynamic employment costs (Card et al., 2018; Berger et al., 2022;
Lamadon et al., 2022; Yeh et al., 2022). Relative to these papers, we show that monopsony pro-
vides a good description of the aggregate level of markdowns, while dynamic employment costs
explain most of its dispersion.

Our study of the elasticity of wages to firm productivity shocks relates to a large rent-sharing
literature studying the same. Papers such as Guiso et al. (2005), Juhn et al. (2018), Friedrich
et al. (2019) and Garin and Silverio (2022) use matched employer-employee data to study the
passthrough from sales or value-added shocks to worker earnings. A related literature uses a
quasi-experimental approach to identify the same rent-sharing parameters, using measures such as
patent approvals (Kline et al., 2019), cash windfalls from government grants (Howell and Brown,
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2023), and procurement auction wins (Carvalho et al., 2023) to identify exogenous variation in
firm outcomes. Relative to this literature, we recover the full distribution of firm-level passthrough
elasticities from underlying productivity shocks to hourly wages while controlling for latent worker
quality, similar to Chan et al. (2026). We do this through the lens of a dynamic structural model of
firm behavior and wage setting which allows us to decompose and interpret the channels by which
this passthrough operates. To our knowledge ours is the first to directly estimate passthrough of
productivity shocks to markdowns and show how this can be used to diagnose the mechanisms
driving firm-level wage setting.

Our approach to estimating productivity while controlling for unobserved labor quality is similar
in spirit to those proposed by Hellerstein and Neumark (2007), Fox and Smeets (2011), and more
recently, Bagger, Christensen, and Mortensen (2014) and Bagger and Lentz (2019), who also in-
corporate worker-level characteristics to control for differences in the labor quality across firms. In
particular, Bagger et al. (2014) incorporate firm-time fixed effects into an AKM-style wage model,
as we do here. We differ from their paper (and the others listed) in that we make fewer parametric
assumptions about the shape of the production function2, we account for adjustment costs, and we
are able to separately identify transitory and persistent shocks to firms’ productivity.

Our characterization of how worker ability enters the firm’s production function also relates to
a recent literature on jointly estimating Hicks-neutral TFP and labor-augmenting technological
change. Relative to other papers in this literature (e.g., Doraszelski and Jaumandreu, 2018 and
Demirer, 2020), we leverage high quality data on wages and worker observables to identify a
time-varying firm-level labor productivity term in the presence of flexible production technology,
imperfect labor markets, and labor adjustment costs.

We also contribute to the literature on dynamic labor demand and adjustment costs by showing
how to recover an internal labor cost wedge from the firm’s first-order condition and bringing it
directly into the analysis of wage setting (Hamermesh and Pfann, 1996; Hopenhayn and Roger-
son, 1993). Methodologically, the paper combines identification of worker and firm heterogeneity,
production-function and labor supply estimation, markdown measurement, estimating wage re-
sponses to shocks, and dynamic wage setting in one unified empirical framework.

The rest of the paper proceeds as follows. Section 2 develops the model. Section 3 describes the
data. Section 4 presents the identification and estimation strategy. Section 5 reports the distribu-
tions of wages, productivity, markdowns, and passthrough elasticities and presents evidence on
firm dynamics and adjustment costs. Section 6 quantifies the relative roles of monopsony power

2We show this is important in the context of estimating markdowns and passthrough. Similarly, Foster et al. (2022)
show that strong parametric assumptions about the shape of firm production functions can dramatically alter estimates
of markups.
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and dynamic employment costs in wage setting. Section 7 concludes.

2 Model of Firm Dynamics and Wage Setting

We divide the exposition of our framework into three subsections. Subsection 2.1 contains the
model and assumptions needed to estimate worker ability, firm productivity, ability-adjusted wages,
MRPL, and markdowns. Subsection 2.2 provides the additional model setup and assumptions
needed to estimate passthrough and think about how wages are driven by monopsony power ver-
sus firm dynamics and adjustment costs. Subsection 2.3 discuss the wage setting mechanisms and
implications.

2.1 Production and Worker Ability

We consider an environment with a finite number of firms indexed by j and a continuum of workers
indexed by i. Firms maximize expected discounted profits in each period t conditional on their
information set, Ijt, and operate a continuous and differentiable production function

Qjt = FQ(Kjt, Ljt,Mjt)e
νQjt ,

which combines capital (Kjt), labor (Ljt), and intermediate inputs (Mjt) to produce output (Qjt).
Firm j faces residual inverse demand

Pjt = P (Qjt, χjt),

where χjt is a firm-specific demand shifter. Firm revenue is thus

Rjt = P (Qjt, χjt)Qjt.

We assume that the residual demand system and physical production function admit a multiplica-
tively separable revenue representation,

Rjt = R(Kjt, Ljt,Mjt)e
νjt , (1)

where revenue is a function of observed production inputs and a scalar revenue productivity term
νjt which nests unobserved demand shifters and production efficiency (χjt and νQjt).

3 Equivalently,

3A sufficient condition is isoelastic residual demand as in Klette and Griliches (1996) and De Loecker (2011). If
P (Q,χ) = A(χ)Qρ−1, with ρ ∈ (0, 1], then firm revenue satisfies P (Q,χ)Q = A(χ)Qρ. Substituting physical
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after conditioning on (Kjt, Ljt,Mjt), we require that unobserved demand states and physical pro-
ductivity do not separately change the input revenue elasticities:

∂ logRjt

∂ logXjt

=
∂ logR(Kjt, Ljt,Mjt)

∂ logXjt

, X ∈ K,L,M.

This restriction allows output-market power and product-market markups to affect the level and
curvature of the composite production function, but rules out unobserved firm-time variation in
demand curvature or markups that changes input revenue elasticities conditional on (Kjt, Ljt,Mjt).

The term eνjt captures the firms’ Hicks-neutral revenue TFP (or TFPR) which (in logs) follows

νjt = ωjt + ϵjt = h(ωjt−1) + ηjt + ϵjt, (2)

where ωjt is the persistent component of productivity and ϵjt is an ex-post transitory shock. The
productivity terms νjt, ωjt, ηjt, and ϵjt may therefore nest the demand state χjt along with phys-
ical productivity. The persistent productivity, ωjt, evolves as a first-order Markov process with
h(ωjt−1) ≡ E[ωjt | ωjt−1] and i.i.d. innovation ηjt. The transitory productivity innovation, ϵjt, is
i.i.d. across firms and time, with E[ϵjt] = 0 and Pϵ(ϵjt|Ijt) = Pϵ(ϵjt).

We assume that firms are price takers in intermediate input and capital markets, but not in labor
markets.4 Firms differ in a set of exogenous characteristics (e.g., industry), denoted Zjt, and
endogenous labor force characteristics (e.g., average education of their workers), denoted Z̃jt.

We make standard assumptions about input timing (Gandhi et al., 2020)). First, the persistent
innovation ηjt ∈ Ijt, and thus ωjt ∈ Ijt, are observed prior to choosing period-t inputs. Second,
capital is predetermined by investment decisions in period t − 1 (i.e., Kjt ∈ Ijt). Third, labor
and intermediates are chosen in period t conditional on Ijt. We assume intermediate inputs are
fully flexible with no adjustment costs, while labor is dynamic and the level may depend on lagged
labor and labor force characteristics. This implies {Ljt−1, Z̃jt−1} ⊂ Ijt while Mjt−1 /∈ Ijt. Finally,
firms observe the transitory shock ϵjt after making input decisions, so period-t input choices are
not conditional on ϵjt, that is ϵjt /∈ Ijt.5 Workers’ realized wages, however, may depend on the
transitory shock.

output Q = FQ(K,L,M)eν
Q

gives P (Q,χ)Q =
[
FQ(K,L,M)

]ρ
exp{ρνQ + logA(χ)}, so demand shifters are

absorbed into the scalar productivity term and input revenue elasticities are stable functions of inputs.
4This assumption on capital markets is much stronger than needed to identify the revenue production function and
markdowns. A sufficient condition is that capital is predetermined.

5ϵjt therefore captures variation in output which is uncorrelated with inputs.
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Firm j’s labor input is given by an ability-weighted sum of total employed working hours

Ljt =
∑
i∈j

AitHijt, (3)

where Ait represents worker i’s time-varying ability (capturing innate unobserved ability and ob-
served characteristics such as education or experience) and Hijt represents the quantity (in hours)
of labor that individual i provides to firm j in period t.6 The assumption that workers are perfect
substitutes in production conditional on their ability, Ait, means that firms will pay a single firm-
level ability price, Wjt, per hour of ability-adjusted labor supplied to the firm.7 Worker i’s hourly
wage is then Wijt = AitWjt. We allow the firm-level wage to depend on the ex-post shock ϵjt

by taking the following form: Wjt = W c
jtf

c(ϵjt), where W c
jt is a contract wage rate offered by

the firm when making hiring decisions and f c is a function which represents the degree to which
firms modify the ex-post wage relative to the expected wage once ϵjt is realized (e.g., performance
bonuses). The expected wage then takes the form

W jt = Eϵjt [Wjt|W c
jt] = W c

jtEc,

where Ec ≡ Eϵjt [f
c(ϵjt)] is the expected ex-post wage adjustment. Though the value of ϵjt is

unknown at the time of hiring, workers and firms know the distribution of ϵjt and the shape of
f c(ϵjt), and base their employment and hiring decisions on W jt.

Discussion. The assumptions we made thus far, along with a few more technical assumptions
which we discuss in Section 4, are sufficient to provide identification of the production function,
firm productivity, MRPL, firm-level (expected) wages, individual ability, and wage markdowns.
Our assumption of perfect labor substitutability conditional on ability in particular is what al-
lows us to identify and control for unobserved worker heterogeneity when estimating productivity.
Although the law of one price within the firm will hold (conditional on ability), our framework
allows incumbent and newly hired workers to have differing wage growth through differences in
their time-varying ability. The restriction on P (Qjt, χjt) is what allows us to recover the pro-
duction function and MRPL without observing firm-specific output prices or product markups. It
nests output price-taking, isoelastic or CES residual demand with constant markups, and constant-

6We can rewrite the labor input as Ljt = HjtĀjt where Hjt is the total hours of labor employed, and Ājt is the
hours-weighted time-varying mean worker ability at the firm. This is similar to the literature which estimates firm-
level labor augmenting productivity (e.g., Demirer, 2020, and Doraszelski and Jaumandreu, 2018). The key difference
is that those papers assume labor markets are perfectly competitive with no adjustment frictions, while we achieve
identification in the presence of both labor market power and dynamic adjustment costs.

7This means that firms are indifferent in production between one hour of labor from a highly skilled worker and two
hours of labor from workers with half the skill of the first. The distribution of ability and number of workers within
the firm may matter for the wage, however, via its effect on the labor cost function.
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conduct environments in which the relevant marginal revenue wedge is constant conditional on the
variables included in R. It also allows unobserved demand-level shifters to vary across firms and
time, provided they enter the scalar productivity terms and do not separately change input elastic-
ities. We do not, however, need to make any assumptions about the optimality of labor or capital
input choices, the nature of adjustment or fixed costs, or how wages are determined in order to
estimate the productivity, workers’ ability, and markdown distribution.

2.2 Labor Supply and Adjustment Costs

Labor markets are allowed to be imperfect and firms have monopsony power. We assume firms
face a firm-specific upward sloping labor supply curve, Ljt = L

(
W jt, Zjt, Z̃jt−1, ujt, Igt

)
, which

depends on the expected wage offered to workers at firm j in period t, W jt, and predetermined firm
characteristics {Zjt, Z̃jt−1}. We also allow labor supply to depend on firm-specific job amenities,
ujt, and a competition index Igt which varies across time t and local labor markets g. This general
labor supply function allows firms to make their labor input decisions conditional on other firms
actions, for example, as in oligopsonistic competition.8

We also assume that firms face a cost function, Φjt = Φ(Ljt, Ljt−1, Kjt+1, Kjt, Zjt, Z̃jt, Z̃jt−1,Φj),
which could include adjustment costs in Ljt, Kjt+1, and Z̃jt, or other employment, management, or
congestion costs (which may depend on the number or type of employees rather than just ability-
adjusted hours).9 The Φj term captures firm-level heterogeneity in fixed costs or marginal cost
efficiencies.

Firms make their employment decisions based on their information set in t and their expectations
over the transitory shock and the wage rate. We specify the firm’s information set at the beginning
of period t as

Ijt =
{
Kjt, Ljt−1, Z̃jt−1, ωjt−1, ηjt, Zjt, Pt, ujt, Igt,Φj

}
,

where Pt is a vector of aggregate price and cost states, including the intermediate input price PM
t .

We assume firms take PM
t as given.

Conditional on Ijt, firms maximize their present discounted stream of current and future profits by
choosing their capital investment KI

jt, labor input Ljt, materials Mjt, and endogenous labor force

8We remain agnostic about the sources and nature of labor market imperfectness for now. This general labor supply
function nests many common theoretical frameworks from the literature (e.g.: Card et al., 2018, Berger et al., 2022,
and Chan et al., 2024). We discuss several such frameworks in the next subsection.

9We assume the set of endogenous characteristics Z̃jt is not directly production relevant, but may affect the firm’s
decisions and behavior via the labor cost function.
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characteristics Z̃jt. Firms thus face the following dynamic profit maximization problem:

Vjt(Ijt) = max
Ljt,KI

jt,Mjt,Z̃jt

Eϵjt [R(Kjt, Ljt,Mjt)e
νjt ]−W jtLjt − Φjt

− PK
t KI

jt − PM
t Mjt + βEϵjt,ηjt+1,Pt+1,Igt+1 [Vjt+1(Ijt+1)] (4)

s.t. Kjt+1 = (1− δ)Kjt +KI
jt

Ljt = L
(
W jt, Zjt, Z̃jt−1, ujt, Igt

)
Φjt = Φ(Ljt, Ljt−1, Kjt+1, Kjt, Zjt, Z̃jt, Z̃jt−1,Φj),

where the continuation value of the firm depends on the distributions of ϵjt, ηjt+1, and the firm’s
expectations over future price and cost states and the competition index. Solving the first order
condition (FOC) with respect to materials gives

∂R

∂Mjt

eωjtE = PM
t , (5)

which is the key equation we use to identify the production function. Since R is firm’s revenue
production function, the left-hand side is the expected marginal revenue product of materials. Im-
portantly, deriving this equation relies only on the assumptions made in Section 2.1 and on firms
taking the intermediate input price as given. The FOC for labor provides an expression for the
optimal wage paid by the firm,

Wjt =
εL
Wjt

1 + εL
Wjt

(
MRPLjt +

∂V jt+1

∂Ljt
− ∂Φjt

∂Ljt

)
f c(ϵjt)

Ec
, (6)

where εL
W jt

denotes the elasticity of the labor supply curve with respect to the expected wage.10

V jt+1 denotes the expected (discounted) continuation value of the firm, while MRPLjt = MRPLjt
E
eϵjt

is the expected value of the MRPLjt, where we define the constant E ≡E [eϵjt ]. Given equation
1, MRPLjt is the marginal revenue product of ability-adjusted labor implied by the composite
production function.

Finally, the wage equation can be written as Wjt = µjtMRPLjt which defines the markdown µjt

as the multiplicative wedge between the wage level and MRPL. The markdown is then

µjt =
εL
Wjt

1 + εL
Wjt

(
1 +

(
∂V jt+1

∂Ljt
− ∂Φjt

∂Ljt

)
MRPL

−1

jt

)
f c(ϵjt)

Ec
E
eϵjt

. (7)

10See Appendix A.1 for derivations of the first-order conditions and key model equations.
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Discussion. Equation 7 shows clearly that markdowns depend not only on monopsony power
as in the static monopsony literature, but also depend on the marginal non-wage cost of labor
(∂Φjt/∂Ljt), the expected marginal future benefit of labor,

(
∂V jt+1/∂Ljt

)
, the expected MRPL,

and the ex-post wage adjustment function. Output-market conditions enter this expression through
the MRPL and the continuation value, rather than as a separate labor-market wedge. This addi-
tional structure on the model allows us to characterize the wage and markdown equations, estimate
passthrough, and thus determine which mechanisms drive variation in markdowns and wages.
However, it also means that when we estimate passthrough or decompose markdowns, we are im-
plicitly assuming that the expected wage lies on the firm’s labor supply curve, ruling out other
wage setting mechanisms such as bargaining. The realized wage, however, is not restricted to be
on the labor supply curve due to the ex-post shock and wage adjustment function, which could
represent some degree of bargaining over unexpected firm surplus.

2.3 Wage Dynamics and Passthrough

Panel 1a: Unconstrained firm

L′

MRPL′

w′

L∗
MRPL′

MRPLµ′ < 1

L

W MC

LS

Panel 1b: Fully constrained firm

L′, L∗

MRPL′

w′

MRPL′

MRPL
µ′ > 1

L

W MC

LS

Figure 1: Firm responses to productivity shocks

In this section we discuss how labor market power and adjustment costs affect the cross-sectional
distribution of wages and markdowns, and how firms react dynamically to productivity shocks
in our model. We begin with a simple graphical illustration of how the presence of adjustment
costs can break the monotonic link between productivity and markdowns present in frictionless
models of labor market power (e.g., Berger et al., 2022). The left panel of Figure 1 shows how
the wage and markdown change at an oligopsonistic firm which does not face adjustment costs.
The firm initially chooses labor at the point where the marginal cost (MC) curve intersects the
MRPL (L∗). The wage and MRPL are determined by the labor supply (LS) and MRPL curves at
L∗, respectively. A downward shift in the MRPL curve (from, e.g., a negative TFP shock) shifts
the firm’s optimal labor choice down to L′, which reduces wages and the MRPL. The effect on
the markdown depends on the curvature of labor supply. In the common case in which smaller
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firms face more elastic labor supply, a negative shock narrows the markdown while a positive
shock widens it. In this example, markdowns are constrained below one and widen (decrease) as
the firm grows larger and more productive. The right panel of Figure 1 illustrates the same firm
experiencing a drop in MRPL but now it faces adjustment costs. If these costs are sufficiently high,
the firm may choose not to adjust its labor input, such that L′ = L∗. The new optimal wage will
remain the same at W ′ = W ∗, but MRPL’ is now below the LS curve, resulting in a markdown
greater than one. A partially constrained firm will have a markdown which lies between the fully
constrained and unconstrained markdowns. Thus, a firm facing adjustment costs pays workers
more than the monoposony model implies, and in some cases, more than the workers MRPL. In
our model, a markdown µjt > 1 will occur when the net value of keeping the marginal worker is
sufficiently large relative to the MRPL and supply elasticities, i.e.,

Bϕ
jt

MRPLjt
>

1 + εL
Wjt

εL
Wjt

Ec

f c(ϵjt)

eϵjt

E
− 1

were we define Bϕ
jt ≡

∂V jt+1

∂Ljt
− ∂Φjt

∂Ljt
as the net marginal benefit, or continuation-value, of labor.

Note that Bϕ
jt is scaled by MRPL. This implies that while large firms may face higher marginal

net costs (for example, convex employment costs), they may be less constrained than smaller firms
which are less productive and have lower MRPL.

Labor market power and adjustment costs also play a role in the elasticity of wages with respect to
productivity, i.e., the total derivative of log wages with respect to log (persistent) TFP, denoted εWηjt
or wage “passthrough”. Notice that the log wage is the sum of the firm’s (log) MRPL and (log)
markdown, wjt = mrpljt+log µjt.11 Therefore, passthrough to wages could arise from changes in
the MRPL, changes in the markdown, or both. To examine each channel, we decompose the wage
passthrough elasticity into the passthrough elasticity for each of these components, that is

εWηjt =
dmrpljt
dηjt

+
d log µjt
dηjt

.

Using the log of the firm’s MRPL, mrpljt = log( ∂
∂Ljt

R(Kjt, Ljt,Mjt))+νjt, we see that passthrough
from ηjt to the MRPL operates through three channels:

dmrpljt
dηjt

=
∂rLjt
∂ljt

dljt
dηjt︸ ︷︷ ︸

Labor channel

+
∂rLjt
∂mjt

dmjt

dηjt︸ ︷︷ ︸
Intermediates channel

+ 1︸︷︷︸
Direct Channel

, (8)

11Throughout this paper, we use capital letters to denote variables in levels and lowercase letters to denote variables in
logs unless otherwise specified.
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where rLjt ≡ log(∂R(Kjt, Ljt,Mjt)/∂Ljt). The labor channel will be negative if R is concave in
Ljt since the MRPL is decreasing in Ljt. The intermediates channel could be positive or negative
depending on whether labor and intermediates are technical complements (the MRPL is increasing
in Mjt) or substitutes (decreasing in Mjt). Finally, the direct channel equals one since ηjt enters νjt
linearly.12 If firms are completely constrained in adjusting both inputs, the passthrough from to the
MRPL will converge to 1, though in practice we allow intermediates to be flexible so even a firm
fully constrained in labor may have passthrough to MRPL > 1. Similarly, taking the total derivative
of equation 7 with respect to ηjt, we can write the passthrough elasticity of ηjt to markdowns as

d log µjt
dηjt

=
d

dηjt
log

εL
Wjt

1 + εL
Wjt︸ ︷︷ ︸

d log µε
jt

dηjt

+
d

dηjt
log

(
1 +

(
∂V jt+1

∂Ljt
− ∂Φjt

∂Ljt

)
MRPL

−1

jt

)
︸ ︷︷ ︸

d log µΦ
jt

dηjt

. (9)

The first term (d log µεjt/dηjt) shows that passthrough to markdowns depends on the labor supply
elasticity. The second term (d log µΦ

jt/dηjt) shows that passthrough to markdowns also depends on
firms’ adjustment costs, the continuation value of the firm, and the expected marginal productivity
of labor. As the firm becomes extremely constrained, passthrough to the markdown converges to
negative one and passthrough to wages converges to zero. We test these predictions in section 5.

We next discuss the data we use, and our strategy for identifying the theoretical objects of interest
in the data.

3 Data

We use linked firm- and worker-level administrative registers provided by Statistics Denmark con-
taining detailed panel information on firm and worker characteristics.

Worker-Level Data. We obtain worker-level information from the Integrated Database for Labor
Market Research (Statistics Denmark, 2023a), which is an annual database containing employment
and demographic information for the entire Danish population between 1991 and 2018. From this
dataset, we obtain several key variables such as annual income and hourly wages for each job held
during the year, the total number of hours and days worked in each job, occupation, labor market
status, position within the firm, age, gender, education, and tenure within the firm.

Firm-Level Data. We draw firm-level information from the Firm Statistics Register (Statistics

12Whether passthrough to the MRPL is greater or less than one depends on the relative magnitudes of the labor and
intermediate input channels, which in turn depend on the input demand elasticities (dljt/dηjt and dmjt/dηjt) and the
shape of the production function. We discuss this in Section 5.

13



Denmark, 2023b) which contains annual accounting and input use data for the universe of the
Danish private sector between 1996 and 2010.13 The key firm-level variables we use are revenue,
value-added, capital stock, expenditure on intermediate inputs and materials, and employment (in
full-time equivalents), as well as firm age, geographic location, and industry.

Sample Selection and Characteristics. We impose minimal sample selection criteria. To iden-
tify the worker-level distribution of ability and their contribution to each firm’s labor input, we
use worker level data between 1991 and 2010 covering employment, wages, and demographics.
We consider workers aged 15 and above, keeping information on up to three job spells per year.14

After applying our firm selection criteria (below), this leaves us with 8.8 million worker-year ob-
servations. Table A.14 displays descriptive statistics of our sample of workers in terms of annual
earnings, annual wages, hourly wages, and age distributions. All values are in 2010 US dollars.

On the firm side, we drop observations with imputed variables, observations without price de-
flators (pre-1999), and observations without all the variables needed for estimating productivity
(firms with missing capital, revenue, materials, labor, or our firm-level labor characteristics for
year t or t− 1). This leaves us with about 550,000 firm-level observations. Since our passthrough
regressions are in changes (requiring lags), our sample for the final estimation is about 374,000
firm-year observations.15 Table A.15 displays cross-sectional moments for various firm character-
istics including employment, revenue, value added, value added per worker and firm age.

Danish Labor Market Features. The Danish labor market is characterized by lax employment
protection, with most worker wages during our sample period being set at the firm level rather than
through collective bargaining.16 This has arisen due to a labor market system dubbed “flexicurity”
which combines comparatively low barriers to firing and hiring with a generous safety net for the
unemployed (Andersen and Svarer, 2007). The result is a labor market with relatively high rates
of turnover coupled with short unemployment spells, even during recessions (Andersen, 2021).
Similarly, wage flexibility during our sample period is high compared with other countries despite
the fact that unions, firms, and the government do interact to determine working conditions (and
sometimes wage floors) for many industries (Dahl et al., 2013).17

13The firm register begins in 1996 with coverage of the manufacturing sector. Other sectors were added from 1997-2000,
with universal coverage achieved in 2000.

14Discarding information on non-primary job spells when constructing firm-level labor inputs would lead to significant
bias when estimating firm productivity if the degree of part-time labor varies systematically across firms.

15To avoid the disclosure of any sensitive information, we have rounded the number of observations throughout the
paper to the nearest thousand.

16This has not always been the case in Denmark, but the state-mandated wage-setting policies which had been in place
for most workers before 1990 were almost entirely dismantled during the early 1990s.

17Income inequality in Denmark is lower relative to other countries, but it has increased in recent years, in part, because
of a significant decline in unemployment insurance (Leth-Petersen and Sæverud, 2021). Income inequality has also
increased at the top of the distribution, following similar trends in other countries such as the United States. The
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4 Empirical Strategy

4.1 Estimating Wage Markdowns

In this section, we estimate the distribution of firm-level markdowns. Markdowns are defined as
the ratio between firm-level (ability-adjusted) wages and the MRPL. Since these are not directly
observed in the data, they must be estimated. Here, we show how our assumptions on the model
allow us to identify the distributions of latent worker ability, firm-level wages, and firm-level pro-
ductivity without needing to solve the full structural model.

Estimating Wages
To estimate the firm-level wages, we first assume that workers are perfectly substitutable in pro-
duction conditional on their ability. Firms offer the same wages per unit of ability, and workers’
hourly wages take the following form: Wijt = Ait ×Wjt. We aim to separately identify the distri-
butions of the worker-level ability (Ait) and the firm-level wages (Wjt), neither of which is directly
observed in the data.

We further assume that ability takes the following form: Ait = Ai × Λt(Xit) where Ai denotes in-
nate ability which is invariant over time and Λt(Xit) denotes the contribution to productive ability
of observable worker characteristics (such as education or experience), where the level of contri-
bution from each characteristic may also change over time. We then leverage the log additivity of
the wage form to estimate worker ability and firm wages jointly:

wijt = ai + λt(xit) + wjt. (10)

If we further assume that the time-varying worker characteristic function takes the form λt(xit) =∑
k λktxikt, where k indexes worker characteristics, the individual log-wage function in equation

10 becomes wijt = ai +
∑

k λktxikt + wjt. This wage function resembles the two-way fixed
effect model introduced by Abowd et al. (1999) (AKM hereafter). We use a similar strategy in our
estimation and identification. Specifically, we estimate the individual wage equation as

wijt = ai +
∑
k

λktxikt + wjt + ξijt, (11)

where ξijt is a residual that we treat as measurement error.

Our specification differs from the standard two-way fixed effects regression model commonly used
in the literature in two aspects. First, we use the match-specific hourly wage as our dependent

distribution of earnings growth (a measure of income volatility) for Danish workers is also similar to those in the
United States and other countries. See Leth-Petersen and Sæverud (2021) and Busch et al. (2022), among others.
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variable. This means that, unlike approaches which use annual earnings, we include full and part-
time job spells in our sample without confounding variation in the wage rate received by a worker
with the number of hours worked by an individual at a firm during the year.18 Second, we identify
the firm-level wage as the time-varying firm effect in the wage equation.19 To identify equation 11,
we construct a connected set of firms using information on all of the firms in which an individual
worked during a given year, along with the corresponding wages and hours. Hence, in our data
set, an individual can appear in different firms within the same year working at different hourly
wages. Multiple worker-year observations increase the number of firm connections, the number of
individual-level observations for each worker, and the size of the connected set.20

We estimate the model in Equation 11 using the largest connected set of firm-time observations
which includes 94% of the firms and 99% of all of the workers in our original sample.21 In our
estimation, we consider a rich set of worker-level observables including dummies for occupation,
education, and position within the firm, as well as continuous measures of labor market experi-
ence and tenure within the firm, most of which are typically absent in other administrative data
sets. Similarly to Card et al. (2013), we allow for the effect of education, occupation, and worker
position within the firm to change over time in order to capture both the effects of time-varying ob-
servable individual characteristics and aggregate trends such as skill-biased technical change and
outsourcing. Our estimates are in line with previous studies.22 The estimation of equation 11 gives
us two crucial distributions. First, a measure of each individual’s ability Âit = exp(âi+

∑
k λ̂ktxikt)

18See Song et al. (2019) for a discussion on how papers using annual earnings data deal with this.
19As we further discuss in Appendix B, to identify the parameters of Equation 11, we require that labor mobility is not

correlated with the residual ξijt. However, we do allow workers to switch firms in response to shifts in wjt, thereby
allowing the passthrough from firm productivity to wages to play a role in sorting and worker mobility decisions. The
standard AKM model with time-invariant fixed effects assumes there is no such relationship and is thus inconsistent
with our analysis. A few other papers also allow for time-varying coefficients in AKM regressions. The first example,
to our knowledge, is Bagger et al. (2014) who allow for occupation-firm fixed and firm-time effects in their wage
model. Bagger and Lentz (2019) also incorporate time-varying firm-level observables into their estimation. More
recent examples include Chan et al. (2026), Engbom et al. (2023) and Lachowska et al. (2023) who also estimate
a wage equation with time-varying firm effects. Gregory (2020) analyzes labor earnings growth in the context of a
two-way fixed effect regression model, implicitly assuming a time-varying firm effect.

20Holding multiple jobs in a particular year is quite common among workers in our sample: 54.4% of workers have held
a second job at least once during a year whereas 4.7% of workers have held three or more jobs. In our sample, we
consider a worker’s top three jobs in a given year (defined by total hours worked that year). It is important to note that,
although using multiple firm-year observations per worker improves the accuracy of our estimates, it is not necessary
for the identification of the model.

21In Appendix B, we provide a graphical representation of how we construct our connected set using all job observations
for each worker in the sample. Importantly, if we restrict our sample to only include the firm that provides the largest
labor earnings for each worker (defined by total annual earnings), the largest connected set decreases in size, covering
only 89% of firms.

22As shown in Appendix B, our estimates are in line with other recent studies that implement the AKM estimator (see
for instance, Sorkin, 2018, Song et al., 2019, and Lamadon et al., 2022). We find that around 48% of the variance of
the log hourly wages is accounted for by workers’ observed and unobservable characteristics, 16% is accounted for by
firms’ time-varying characteristics, and sorting accounts for almost none of the variation in hourly wages.
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which we use to construct the firm-level labor input Ljt when we estimate firms MRPL. Second,
the firm’s ability-adjusted hourly wage Wjt = exp(wjt) which we use to estimate markdowns and
passthrough elasticities.

Estimating Productivity
Recall that firms FOC with respect to Mjt shown in equation 5:

∂R

∂Mjt

eωjtE = PM
t .

Multiplying both sides of the equation by Mjt/Rjt, then taking logs and rearranging provides us
with the following equation:

sjt = ln E + lnD(kjt, ljt,mjt)− ϵjt ≡ ln(DE(kjt, ljt,mjt))− ϵjt (12)

where sjt ≡ ln(PM
t Mjt/Rjt) is the log share of intermediate input expenditures in revenues and

D(kjt, ljt,mjt) ≡ ∂
∂mjt

r(kjt, ljt,mjt) is the revenue output elasticity of materials.23 Since E[ϵjt] =
0, and ϵjt is uncorrelated with period t firm inputs, we can estimate equation 12 non-parametrically
and identify the function DE . Given ϵjt = ln

(
DE(kjt, ljt,mjt)

)
− sjt, we can identify E which

then gives the elasticity D(kjt, ljt,mjt) = DE(kjt, ljt,mjt)/E . Knowledge of the elasticity then
allows us to estimate the full production function non-parametrically.

Note that r(kjt, ljt,mjt) =
∫
D(kjt, ljt,mjt)dmjt − Ψ(kjt, ljt) for some unknown function Ψ.

Then, define r̃jt ≡ rjt − ϵjt − D(kjt, ljt,mjt) where D(kjt, ljt,mjt) ≡
∫
D(kjt, ljt,mjt)dmjt.24

We then have r̃jt = −Ψ(kjt, ljt) + ωjt. Using the structure of ωjt from equation 2, we get another
estimating equation:

r̃jt = −Ψ(kjt, ljt) + hj(r̃jt−1 +Ψ(kjt−1, ljt−1)) + ηjt, (13)

where r̃jt is observable given our first-stage estimates of ϵjt and D(kjt, ljt,mjt). We treat both
Ψ and h non-parametrically, estimating each using complete polynomial sieve estimators follow-
ing Gandhi, Navarro, and Rivers (2020) (GNR hereafter).25 While equation 12 can be estimated
using non-linear least squares, equation 13 depends on ljt which is endogenous and correlated
with ηjt. The model assumptions on the firm’s information set and dynamic maximization prob-

23Our identification strategy builds on the non-parametric identification approach developed in GNR with a few modi-
fications which we discuss in the text. Here we have assumed, as in GNR, that R(Kjt, Ljt,Mjt) can be expressed in
logs as r(kjt, ljt,mjt).

24We follow GNR in using a second-degree polynomial sieve estimator to obtain D(kjt, ljt,mjt) from equation 12,
which means this integral has a closed-form solution. See GNR and Chen (2007) for details.

25We assume h varies across 2-digit industries, but is common across firms within industries. We estimate Ψ and h as
complete second- and third-degree polynomials respectively.
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lem imply E[ηjt|kjt, ljt−1, kjt−1, Zjt, Z̃jt−1] = 0 which means we can use functions of the set
{kjt, ljt−1, kjt−1, Zjt, Z̃jt−1, r̃jt−1} as instruments to identify equation 13. In particular, the pres-
ence of adjustment costs means we can use functions of Z̃jt−1 to identify the contribution of ljt.26

Our setting differs from GNR, where labor is pre-determined (and thus does not require additional
instruments), and differs from the settings in much of the production function based market power
literature (e.g.: Yeh et al., 2022) where labor is treated as flexible with no adjustment costs (which
may lead to identification issues when using lags of inputs as instruments).27

As is standard in the literature (Syverson, 2011), we measure Rjt as real (deflated) revenues, Kjt

as the real value of the capital stock (using the perpetual inventory method), and Mjt as the real
value of intermediate input expenditures.28 Our main departure from the literature here is the
choice of labor input Ljt, which we construct as the ability-units weighted sum of total hours:
Ljt =

∑
i∈j AitHijt. This way of measuring labor input has two main advantages. First, it does not

impose homogeneous ability across workers or perfect competition in the labor market when esti-
mating the production function. Second, it accounts for endogenous changes and cross-sectional
differences in the ability composition of the labor force across firms and peels it off from our
estimates of firm-level productivity. This gives us a non-parametric estimate of the firm-level pro-
duction function, as well as the firm-level distributions of productivity measures ωjt, ηjt, and ϵjt.
We can then analytically construct the MRPL, the output elasticities with respect to each input,
firm-level returns to scale (RTS), and the markdown µjt = Wjt/MRPLjt. This also provides the
distribution of worker-level marginal revenue product, MRPLijt = AitMRPLjt.

It is important to note that identification of the wage equation and production function, and thus
of latent wages, ability, and productivity, require much weaker assumptions than those implied by
the structure of the full model in section 2.2. For the wage equation, the key assumptions are that
workers are perfectly substitutable in production conditional on ability, and that firms pay the same
wage per unit of ability within a firm-year.29 These restrictions imply that wage differences within
firms reflect differences in worker ability, while wage differences across firms reflect differences in
firm-level wages. Combined with worker mobility and the connected set, this gives us the variation
needed to separately identify the worker and firm components of wages. These assumptions rule

26Our moments for the second-stage estimation are capital, squared capital, and lags of mean worker experience, worker
tenure, worker age, market share, and lags of the share of workers in the firm who have with a college degree, have
management positions in the firm, are white collar workers, and workers who were at the firm in the previous period.

27See section 3 in GNR on the non-identification of flexible inputs in production function estimation.
28This is consistent with the model assumptions on intermediate input markets and prices, where we deflate intermediate

inputs by industry-year level price index PM
t . As in the model, our measure of productivity is “revenue” TFP rather

than “quantity” TFP and thus contains both variation in production efficiency and output demand. We discuss this
further in the next subsection.

29Both of these restrictions could be easily relaxed to allow for multiple types of imperfectly substitutable workers with
different wage equations.
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out worker-firm match effects that would be observationally confounded with ability or firm wages,
but they do not require us to specify how the firm-level wage Wjt is determined. For example, Wjt

may reflect labor market power, bargaining, rent-sharing, or firm-specific pay policies.

Similarly, identification of the production function does not require us to solve the firm’s full
dynamic problem. The key ingredients are the share equation for intermediates, the timing as-
sumptions on productivity shocks, the assumptions on the nature of output demand, and the price-
taking assumptions on intermediates – all of which are standard assumptions in the production
function literature. Intuitively, these assumptions allow us to separate true revenue productivity
from endogenous input choices, and in our setting, from changes in the ability composition of the
workforce. Notably, they do not require us to specify the exact form of the firm’s cost or demand
function, wage setting policies, or even that labor and capital are chosen optimally in every period.

One final threat to recovering MRPLjt is if the true underlying demand system violates our as-
sumptions in Section 2.1. Our assumption allows for demand and markup variation that is either
uncorrelated with, or entirely absorbed by, variation in inputs. However, if residual product-market
heterogeneity changes input revenue elasticities conditional on inputs, then our estimates of the
MRPL, and thus markdowns, will be biased. For example, if the omitted component of the true
labor revenue elasticity is ξLjt, then µ̂jt = Wjt/M̂RPLjt = exp(ξLjt)µ

true
jt . Thus residual de-

mand curvature that lowers the labor revenue elasticity at high-markup firms makes us overstate
MRPLjt, understate µjt, and overstate the wage–MRPL gap.30

A simple violation is differentiated-products logit demand, sj = exp(δj −αpj)/(1+
∑

k exp(δk−
αpk)), or its random-coefficients BLP extension. In these systems, own-price elasticities and
markups depend on market shares and substitution patterns, so unobserved product quality or
changes in rival products can change local demand curvature for two firms with the same input
mix (Berry et al., 1995). A scalar TFPR term can absorb the induced revenue-level shift, but not
the associated change in the derivative of revenue with respect to labor. The resulting labor revenue
elasticity, and hence MRPLjt, would be biased.

By contrast, constant-elasticity residual demand, and more generally CES demand with a common
elasticity and multiplicative demand shifters, is consistent with our restriction because demand
shifters move revenue levels without changing input revenue elasticities (Klette and Griliches,
1996; De Loecker, 2011). More flexible nested-CES variable-markup systems can also be consis-
tent when the objects determining local demand curvature—market shares, nest shares, or relative
output—are observed, included in R(·), or captured by scale and input mix (Atkeson and Burstein,

30This is the standard concern in production-function estimation with revenue data: unobserved prices and markups can
make revenue productivity differ from physical productivity, and revenue elasticities need not coincide with quantity
elasticities (Klette and Griliches, 1996; Foster et al., 2008; Bond et al., 2021; Raval, 2023).
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2008; Edmond et al., 2015).

4.2 Estimating Wage Passthrough

Our estimates of the firm-level ability price Wjt, and the productivity shocks ηjt and ϵjt, allow
us to then estimate the passthrough elasticity from TFP shocks to wages. To understand the re-
lationship between wages and productivity shocks, we need to use firms’ FOCs respect to labor
inputs.31 The firm’s FOCs imply that the period t solutions to the firm’s maximization problem,
{L∗

jt, Z̃
∗
jt,M

∗
jt, K

I∗
jt }, are all functions of the variables in the information set at the beginning of

period t. Therefore we can express the equilibrium wage W ∗
jt as a function of these variables plus

the transitory shock ϵjt,

W ∗
jt = fW (Ijt,ϵjt) = fW (Kjt, Ljt−1, Z̃jt−1, ωjt−1, ηjt, Zjt, Pt, ujt, Igt,Φj, ϵjt), (14)

or, in logs:
w∗
jt = log fW (Ijt,ϵjt). (15)

The passthrough elasticities of interest are then:32

εWη =
dwjt
dηjt

=
d

dη
log fW (Ijt, ϵjt) =

d

dη
log fW (Ijt).

We approximate equation 15 with a second degree polynomial with full interaction terms across all
the variables in the wage function. We estimate the equation in changes then obtain the passthrough
elasticities by taking the derivative of the log wage equation with respect to ηjt. This provides a
full distribution of firm-year passthrough elasticities εWη,jt which vary across firms over time, and
depend on the level of firm inputs, size of the shocks, and other variables in the firm’s information
set. Recovering the full distribution of passthrough elasticities allows us to examine both the
conditional and unconditional relationships between passthrough and firm characteristics such as
size and employment share.33

31Compared to the estimation of markdowns where we only require that firms optimally choose intermediate inputs,
here we additionally assume that firms optimally choose labor inputs and post wages conditional on an upward-sloping
labor supply curve.

32We focus on passthrough from the persistent TFP shocks η to wages in the main text, and leave the findings and
discussions about transitory shocks ϵjt to Appendix C.4, as the persistent shocks affect firms input decisions and have
long lasting and bigger effects on wages. See Chan et al. (2026) for more on passthrough of persistent vs transitory
shocks in a similar setting.

33An alternative way to estimate the passthrough elasticity is a log-linear approximation from which we can recover the
average passthrough within our sample (which allow us to compare to the literature). The two estimation approaches
give very similar results. We report results with the log-linear approximation in Appendix C.4.
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The set of exogenous firm characteristics, Zjt, includes 2-digit industry and firm age. The set of
endogenous firm labor-force characteristics, Z̃jt, includes firm size (number of workers) and the
firm-level means of worker ability, experience and tenure. The vector Z̃jt also includes the share
of workers who remained at the firm from the previous period, the share of employees who have
a college degree, are in a management position, or are in a white collar occupation, along with
indicator variables for each of these which equal one if the share is greater than zero. We control
for unobserved labor market variables (ujt and Igt) by including several measures of labor market
shares, the total employment share of the firm in Denmark, the employment share of the firm in
their local market, in which we define a market as 4 digit industry and municipality pair, and the
mean of the firm’s market shares across multiple markets (for multi-establishment firms).34 We
also control for unobserved cost heterogeneity (Φj) and aggregate prices using firm and year fixed
effects.

Using the same methods, we decompose the passthrough from TFP shocks to wages into passthrough
to the MRPL and passthrough to the markdown. That is, we replace the left hand side of equation
15 with the log of the MRPL or log markdown (obtained by estimating the production function)
and estimate passthrough to both in the same fashion as passthrough to wages.35

5 Estimation Results

5.1 Wages, Productivity, and Markdowns

Our model estimates give us the distributions of firm-level wages (Wjt), worker-level ability (Ait),
the revenue production function (R(Kjt, Ljt,Mjt)), and the distributions of firm-level productivity
(νjt), the persistent shock (ηjt), and the transitory shock (ϵjt). Knowledge of the production func-
tion also gives us the distributions of output elasticities for capital (εYKjt), labor (εYLjt) and materials
(εYMjt), returns to scale (RTS), the MRPL, and firm-level markdowns (µjt). We report key moments
of each of these distributions in Table 1.36

We find significant but comparatively low dispersion in firm level productivity and productivity
shocks. The p90/p10 TFP (νjt) ratio in our data covering the entire Danish private sector is 1.54,
while other studies tend to find ratios of around 1.9 even within narrow manufacturing industries.37

34Labor market shares are an exact control when labor supply takes the form of commonly used logit/CES models as in
Berger et al. (2022), Lamadon et al. (2022), and Chan et al. (2024).

35Since we have wjt = logµjt +mrpljt, we actually only have to estimate passthrough to two of the three terms, as
differencing those estimates automatically gives us the third.

36We also report the means by 2-digit industry for these variables in Appendix Table A.17, and plot the distributions of
µjt and RTSjt in Appendix Figure A.4.

37For example, GNR find a mean p90/p10 ratio of 1.86 for 3-digit industries in the Colombian manufacturing sector,
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Table 1: CROSS-SECTIONAL MODEL ESTIMATES

Productivity Wages and markdowns Output elasticities

Statistic νjt ωjt ηjt wjt mrpljt µjt RTSjt εYK,jt εYL,jt εYM,jt

Mean 0.00 0.01 0.01 6.59 6.83 0.83 0.95 0.05 0.35 0.54
Std. Dev. 0.19 0.09 0.05 0.28 0.27 0.27 0.05 0.02 0.14 0.17

p10 -0.22 -0.10 -0.05 6.26 6.52 0.55 0.88 0.03 0.16 0.33
p50 0.01 0.02 0.01 6.61 6.84 0.79 0.95 0.05 0.36 0.54
p90 0.21 0.10 0.05 6.89 7.13 1.11 1.01 0.07 0.53 0.77

Observations 374,000

Note: Table 1 reports cross-sectional moments of the model estimates. The number of firm-year observations is rounded to the nearest thousand.
See Appendix Table A.16 for additional percentiles. Percentiles are calculated as the mean of adjacent milliles.

Figure 2: WAGES, MARGINAL PRODUCTS, AND LABOR WEDGES
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Notes: This figure shows density plots for (log) firm wages, log MRPL, returns to scale and the markdown. The left panel plots kernel
densities of log firm-level wages per efficiency unit of labor (Wjt) and log MRPL. The right panel plots densities of the firm-level labor
wedge, µjt =Wjt/MRPLjt, estimated using the ability-adjusted labor input and unadjusted hours. All density plots exclude the top and
bottom percentiles, except for the unadjusted hours labor wedge which has an additional right tail which has been cropped for legibility.

This is due to our approach in identifying worker heterogeneity separately from firm productivity.
In fact, as we show in Table A.18 in the Appendix, the dispersion in measured firm productivity
in our data increases significantly if we repeat the TFP estimation exercise without controlling for
worker heterogeneity.38 This is because cross-sectional heterogeneity in labor force quality drives
a significant portion of otherwise unexplained dispersion in firm productivity.

Firms at the 90th percentile of the wage distribution pay about 88% higher wages, conditional on
worker ability, than those at the 10th percentile. Despite being estimated using very different data,
the distribution of the MRPL is very similar to the firm-level wage distribution. The difference
between these distributions (plotted in panel A of Figure 2) represents the markdown, which we

while Syverson (2011) reports an average ratio of 1.92 for 4-digit industries in the U.S. manufacturing sector.
38Table A.18 shows these same distributions when we estimate the production function using hours of employment as

the labor input and define the firm-level wage as the mean hourly wage. The resulting distributions of productivity,
MRPL, markdowns and output elasticities are substantially more disperse relative to our baseline estimates.
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report in Table 1. We find that the median firm pays workers 79% of their marginal product. The
majority of firms have markdowns less than one, but around 18% of firms pay workers more than
their MRPL (panel B of Figure 2).39 A key factor driving our markdown estimation results is that
we carefully control for unobserved latent worker ability in order to avoid confounding worker
ability with firm productivity. If we estimate our model under the assumption that workers are
homogeneous, without controlling for ability, the resulting markdown distribution is 140% more
disperse (a standard deviation of 0.65 vs 0.27) as shown in panel B of Figure 2.40 As with TFP,
cross-sectional heterogeneity in labor quality drives a significant portion of the observed dispersion
in markdowns. The uncorrected markdown measure also implies that an even larger share of firms
(30%) pay workers more than their marginal revenue product.

While our identification strategy for the markdown is agnostic about how wages are set, the ad-
ditional structure we place on the model in Section 2.2 provides two reasons why firms might set
wages above the MRPL. First, if the expected future marginal benefit of labor is sufficiently greater
than the current marginal cost of labor, firms may set wages higher than the MRPL in order to keep
workers in the firm to reap those expected future continuation values. Second, ex-post productivity
shocks may push worker wages above the firm’s MRPL. To separate these effects, we construct the
expected markdown prior to observing ϵjt,41

µjt =
εL
Wjt

1 + εL
Wjt

(
1 +

Bϕ
jt

MRPLjt

)
, (16)

which will be greater than 1 if Bϕ
jt > MRPLjt/ε

L
W jt

. This is the relevant markdown for the firm’s
employment decisions. We find that 16% of firms have µjt > 1, suggesting that ex-post wage
adjustment accounts for 11% (i.e.: 2/18) of those markdowns greater than one with the remainder
being due to firm dynamics and adjustment costs. Intuitively, firms that are hit with a large negative
persistent productivity shock (and thus experience a significant decline in MRPL through the direct
effect in equation 8) would prefer to reduce their labor input and scale production down, lower
wages, and increase the MRPL. However, if faced by significant downward adjustment costs and

39Other papers which estimate markdowns have found a similar (or larger) proportion of markdowns greater than one,
typically attributed to measurement or mis-specification error. For example Yeh et al. (2022) obtain a median inverse
markdown of 1.364 (which is a markdown of 0.73) in the US manufacturing sector, with an interquartile range of 0.6
and standard deviation of 0.7, implying a significant share of firms with markdowns greater than one. Brooks et al.
(2021) obtain a median inverse markdown of 0.51 (a markdown of 1.96) using Indian data, implying that the median
firm pays workers twice their marginal product.

40Our non-ability-corrected inverse markdown has a standard deviation of 0.77, similar to Yeh et al. (2022) though their
sample is restricted to manufacturing, while our baseline inverse markdown has a standard deviation of 0.4.

41Since all terms involving ϵjt enter the wage function multiplicatively, we can directly estimate f c(ϵjt) and Ec ≡
E[f c(ϵjt)] and set µjt = µjt

Ec

E
eϵjt

fc(ϵjt)
. See Appendix D.1 for details. We also report the distributions of the expected

wage, W jt, MRPLjt, and µjt in Appendix Table A.8.
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sufficiently high expected future productivity, these firms may instead find it optimal to keep their
labor input above the level which would be optimal if labor were a flexible input. We confirm this
intuition in Section 5.3.

The last four columns of Table 1 report the returns to scale and output elasticities. Our output
elasticities are in line with production function estimation literature and give us a mean returns
to scale of 0.95 with a standard deviation of 0.05.42 About 13% of our firms have returns to scale
greater than one, but while our output elasticities display significant dispersion across firms (greater
than returns to scale), none in our sample lie above one, implying strictly decreasing returns to each
input. We find that output is much more sensitive to changes in materials than labor, suggesting
that the materials input passthrough channel may dominate the labor input channel for most firms
(a fact which our passthrough to MRPL results will confirm).

5.1.1 Markdown Properties

We plot the relationship between wages, MRPL, returns to scale, markdowns and firm size in
Figure 3. While (log) wages are positively correlated with firm size, the (log) MRPL has a u-shaped
relationship. Consistent with Hubmer et al. (2025), we find a monotone relationship between
returns to scale and firm size. Unlike many studies in the literature, we find that markdowns do
not have a monotone relationship with size. Medium sized firms with 5 to 20 employees have the
narrowest markdowns, paying 85% of MRPL on average, while smaller and larger firms tend to
have wider markdowns. Firms with more than 100 employees have the widest markdowns, paying
only around 71% of MRPL on average. In fact, the employment (and revenue) weighted mean
markdown is 0.7, suggesting that most workers only get paid slightly more than 2/3rds of their
marginal product.

We also examine the relationship between markdowns and productivity, worker ability, and the la-
bor share of revenue in Figure 4. More productive firms, and firms with high average worker ability,
tend to have wider markdowns.43 This has strong implications for the distributional effects of anti-
trust policy applied to labor markets, as a broad reduction in firm-level labor market power may
disproportionately benefit high wage, high ability workers and increase wage inequality. Mark-
downs have a U-shaped relationship with the firm’s labor share of revenue. Labor-intensive firms
tend to pay workers more of their MRPL, possibly due to diminished labor market power, or be-

42For example, GNR find average capital, labor, and intermediate output elasticities of 0.16, 0.38 and 0.55 in Colombia
and 0.14, 0.35 and 0.54 in Chile. These are very similar to ours, despite the fact that GNR only use manufacturing
firms, treat labor as predetermined, and do not adjust for labor quality.

43This negative relationship is even stronger between markdowns and the MRPL, though markdowns are still positively
correlated with the wage as we show in Appendix Figure A.5.
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Figure 3: CORRELATION OF WAGES, MRPL, RTS AND MARKDOWNS WITH FIRM SIZE
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Note: This figure shows unconditional binscatter plots for log firm wages, log MRPL, returns to scale and the markdown, all relative to bins of the
log firm size (employment) distribution. Panel A plots the means of both the (log) wage and MRPL within each bin of the size distribution. Panels
B and C plot the within-bin means of firm-level returns to scale and markdowns respectively.

Figure 4: CORRELATION OF LABOR WEDGE WITH PRODUCTIVITY, ABILITY, AND LABOR SHARES
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Note: This figure shows binscatter plots of firm-level markdowns by equal-sized groups of firm productivity (ωjt), mean worker ability (Ajt), and
labor share of revenue, based on a sample of approximately 374,000 firm-year observations. Productivity and average worker ability are in logs,
while labor shares and markdowns are in levels. Labor share of revenue is calculated as total labor costs (wagebill plus pension and social security
contributes) divided by total revenues.

cause they are more constrained with high adjustment costs as in the examples in Section 2.3.44

5.2 Passthrough from Productivity to Wages

In this subsection, we report the passthrough elasticities from TFP shocks (η) to (latent) wages,
MRPL, and markdowns. Table 2 shows moments of the passthrough elasticity distributions ob-
tained using the non-parametric estimator from Section 4.2. On average, firms pass 35.6% of per-
sistent TFP shocks to wages.45 There is significant heterogeneity in passthrough elasticities, with a

44Part of this correlation comes from the fact that highly productive firms tend to have lower labor shares. See Appendix
Figure A.5.

45Our passthrough elasticities are higher than usually reported in the literature (e.g.: Chan et al., 2026) partially because
our estimates are at the firm level while most papers report passthrough at the worker level—larger firms on average
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Table 2: DISTRIBUTION OF PASSTHROUGH ELASTICITIES

Elasticity Mean Std. Dev. p05 p10 p25 p50 p75 p90 p95

εWη 0.356 0.178 0.078 0.147 0.237 0.346 0.464 0.582 0.666
εMRPL
η 2.205 0.614 1.310 1.516 1.815 2.143 2.538 2.987 3.309
εµη -1.849 0.548 -2.856 -2.564 -2.146 -1.789 -1.488 -1.232 -1.073

Observations 374,000

Note: The table reports cross-sectional moments of the firm-level passthrough elasticities of wages, MRPL, and markdowns with
respect to persistent TFP shocks, ηjt. The number of observations is rounded to the nearest thousand. Percentiles are calculated as
the mean of adjacent milliles.

standard deviation of 17.8%. We then decompose the passthrough to wages into the passthrough to
the firms’ MRPL and the passthrough to markdowns (εWηjt =

dmrpljt
dηjt

+
d log µjt
dηjt

). We find that on av-
erage, a 1% increase in persistent productivity leads to a 2.2% increase in MRPL. This means that
the intermediates channel in equation 8 is positive and greater than one, that the marginal revenue
product of labor increases with intermediate inputs, and that this increase dominates the negative
effect of the labor channel on the marginal product and the wage. These results also show that
demand for intermediates is very elastic to persistent productivity shocks relative to labor, which is
consistent with the assumptions that Mjt is a flexible input which does not face adjustment costs,
while Ljt is subject to significant adjustment costs.46 We also find that a 1% increase in persistent
productivity leads to a 1.8% decrease (widening) of the firm’s markdown. Our model interprets
this as a combination of decreasing labor supply elasticities (as firms move up their labor supply
curve), and an increase in the cost of employing those workers relative to the expected future gains
from their employment.

We plot the full distributions of passthrough elasticities in Appendix Figure A.6 and report select
moments in Table 2. Recall that if a firm is extremely constrained and cannot (or will not) adjust
its inputs in response to productivity shocks, the model predicts that passthrough to wages will be
zero, as there is no movement of the firm along the labor supply curve. Meanwhile, passthrough
to the MRPL will approach and passthrough to the markdown will approach -1. Our identification
strategy does not impose these bounds, but reassuringly we find a lower bound on εWη of around
0, and our distributions of εMRPL

η and εµη are roughly bounded below by 1, and above by -1,
respectively. This prediction of our model allows us to examine which firms lie close to these

have lower passthrough elasticities and therefore worker level estimates are significantly lower than firm level esti-
mates. We discuss our linear estimation results and the passthrough of ex-post productivity shocks (ϵjt) in Appendix
C.4 and report employment-weighted estimates of passthrough in Appendix Table A.4. We show in Appendix C.6
that while idiosyncratic and industry shocks drive variation in both wages and markdowns, aggregate shocks are fully
passed to wages, but do not affect markdowns.

46The responsiveness of intermediates (and thus MRPL) to productivity shocks also partially explains why estimates of
passthrough from value added shocks to wages tend to be lower in magnitude than passthrough from TFP to wages. See
Appendix C.5 for a discussion of how omitting latent worker ability and productivity affects estimates of passthrough.
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bounds as a way to infer which firms are constrained or not.

5.3 Evidence of Adjustment Costs through Markdown and Passthrough

Our estimates of wage markdowns and passthrough show that, on average, firms pay workers less
than their marginal product and pass less than half of their productivity shocks on to workers’
wages. These findings are broadly consistent with the growing literature showing that monopsony
power is prevalent in labor markets (e.g.: Berger et al., 2022, Chan et al., 2024, Lamadon et al.,
2022, Yeh et al., 2022). However, we also find results which cannot be fully rationalized by
monopsony power, such as firms paying more than their marginal product or non-linear relationship
between markdowns and firm size. In this section, we argue that firms are forward-looking and
face uncertainty and adjustment costs when making input decisions and setting wages, and that
this represents an important mechanism driving our empirical results. We test several predictions
of this hypothesis in the data through the lens of our model and show that there is significant
supporting evidence.

5.3.1 Markdowns and Adjustment Costs

Conventional monopsony theory suggests that firms are able to pay workers below their marginal
revenue product, and that these wage markdowns are purely functions of the labor supply elasticity
faced by the firm. A key prediction of these models is that markdowns are less than one, with the
upper bound representing perfectly competitive labor markets (a labor supply elasticity of infinity).
However, as discussed in Section 2.3, if firms are forward-looking and face adjustment costs and
uncertainty, wage markdowns represent not just labor supply elasticities and may be above or
below the static monopsony level. In particular, our model predicts that firms that pay workers
more than their marginal revenue product (i.e.: µjt > 1) are likely to have recently been hit
by a large negative productivity shock. We test this first prediction by grouping firms by their
persistent productivity shock, ηjt, and plotting the average (expected) markdown within each bin
in Figure 5. We find that for firms experiencing positive productivity shocks, the level of their
markdown is around 78% and does not vary much with the magnitude of the shock. For firms
experiencing negative shocks, the markdown is strongly negatively correlated with the magnitude
of the shock. It is the firms with the greatest negative shocks which have mean markdowns greater
than one, suggesting they are the most constrained—consistent with the predictions of our model
and hypothesis.

A secondary prediction of our model is that firms with µjt > 1 must be less profitable than those
with µjt < 1, and that these high markdown firms must also be more constrained. We test these
predictions by calculating, in Panel A of Table 3, the mean profit rate and leverage rate for both sets
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Figure 5: MARKDOWNS BY SIZE OF THE PERSISTENT PRODUCTIVITY SHOCK
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Note: This figure shows the average markdown for each bin of of the persistent firm-level productivity shock ηjt.

of firms. Here we use leverage as a proxy for the degree of constraint since, for example, a con-
strained firm may have to borrow in order to fund their temporarily unproductive workers. We find
that firms which have markdowns greater than one are both less profitable and more leveraged than
firms which do not.47 In fact, high-markdown firms have negative profit rates on average, which is
consistent with the idea that forward-looking firms sacrifice current-period profits in expectation of
future growth. We further test this prediction by one-period future changes in revenues and profits
on an indicator which equals one if µjt > 1, and a set of fixed effects. We use the symmetric
growth rate as our main measure of growth in profits to avoid dropping firms with negative profits.
The results, reported in Panel B of Table 3, show that high-markdown (constrained) firms have
greater future growth in revenues and profits than lower markdown firms.

5.3.2 Passthrough and Adjustment Costs

A key prediction of our hypothesis that firms face costs and dynamic concerns when choosing labor
inputs and setting wages is that the passthrough of productivity shocks to wages, MRPL and mark-
downs should be decreasing in absolute value as firms become more constrained: passthrough to
wages approaching zero, passthrough to the MRPL approaching 1, and passthrough to markdowns
approaching -1. We can test these predictions by checking if firms we expect to be more con-
strained have smaller passthrough elasticities than less constrained firms. Since we don’t directly

47We show in Appendix Figure A.9 that there’s a strong positive relationship between leverage and markdowns, even
when controlling for year, industry, employment and revenues, consistent with the idea that firms constrained after
negative shocks will have higher markdowns.
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Table 3: HIGH-MARKDOWN FIRMS: FINANCIAL CHARACTERISTICS AND GROWTH

Panel A. Financial characteristics by markdown group
µjt ≤ 1 µjt > 1

Profit rate (profits/revenues) 10% −1%
Leverage (debt/assets) 84% 96%

Panel B. Future outcomes of high-markdown firms
Revenue growth Profit growth

gsym(Rev)t+1 gsym(Rev)t+1 gsym(Π)t+1 gsym(Π)t+1

(1) (2) (3) (4)
1{µjt > 1} 0.031 0.056 0.338 0.583

(0.001) (0.002) (0.005) (0.008)
Fixed effects Year, industry Year, firm Year, industry Year, firm
Observations 287,000 273,000 287,000 273,000

Note: Panel A reports mean financial characteristics by markdown group. Panel B reports regressions of one-period-ahead revenue and
profit growth on an indicator for µjt > 1. Symmetric growth is defined as gsym(x)t+1 = 2(xt+1 − xt)/(|xt+1| + |xt|). Standard
errors are reported in parentheses, and observation counts are rounded to the nearest thousand. Regressions using ∆logRevt+1 yield the
same qualitative results as the symmetric revenue-growth specifications.

Table 4: PASSTHROUGH MECHANISMS: ADJUSTMENT COSTS

Mean tenure Labor churn

εWη εµη εMRPL
η εWη εµη εMRPL

η

Coefficient -0.095 0.031 -0.126 0.255 -1.318 1.573
Standard error (0.001) (0.002) (0.002) (0.002) (0.008) (0.008)

Note: Table 4 reports firm-level panel regressions of passthrough elasticities on lagged adjustment-cost proxies. Mean tenure is
lagged log mean tenure at the firm, while labor churn is measured as the share of the industry’s workers who switch employers
in a given year. Controls include lagged persistent productivity, log firm size, log capital, firm age, and firm fixed effects. The
labor-churn regressions exclude firm fixed effects because churn is measured at the industry-market level.

observe the degree to which firms are constrained, proxy for this using mean worker tenure at the
firm, and the level of labor churn in the firm’s local labor market. We should expect that firms with
more senior and more tenured employees may face higher adjustment costs when hiring or firing
workers. Similarly, firms in labor markets with less worker turnover likely face higher adjustment
constraints than those in high churn markets. We run a series of firm-year level regressions of the
passthrough elasticities for wages, MRPL, and the markdown on mean tenure and labor market
churn, and present the results in Table 4. As predicted, we find that passthrough to each of our
measures is decreasing (in absolute value) in our measures of adjustment frictions. From the right
panel, a 10% increase in mean worker tenure at a firm decreases passthrough to wages nearly 1
percentage point, while a 10 percentage-point decrease in the labor churn of a firm’s industry de-
creases passthrough to wages by 2.6 percentage points. One thing to note is that wage passthrough
alone understates how much labor-market fluidity changes the underlying dynamic response of
marginal products and markdowns. We also perform a series of similar exercises looking at how
passthrough varies with production technology and monopsony power in Appendix C.3.
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Next, we investigate the relationship between passthrough elasticities and firm size. Conventional
monopsony theory predicts that larger firms are on less elastic portions of their labor supply curves
and that passthrough from productivity to wages will decrease with size/market share (see Berger
et al., 2022, Chan et al., 2024 and Kline, 2025). In these models, when adjustment costs are absent,
the passthrough to markdowns equals

d log µεjt
dηjt

=
1

εL
W jt

(1 + εL
W jt

)

dεL
W jt

dηjt
,

which is negative and increasing (in absolute value) in firm size. Larger firms widen markdowns
more than smaller firms in response to productivity shocks. If monopsony power is driving mark-
downs and wage dynamics, we should see a positive relationship between firm size and passthrough
to markdowns. Similarly, passthrough to the MRPL will also be increasing in firm size in a setting
where firms operate decreasing returns to scale technologies, larger firms face lower labor supply
elasticities, and there are no adjustment costs. Intuitively, larger firms’ employment responds less
to productivity shocks due to the lower supply elasticity, so the fall in marginal product from the la-
bor channel in Equation 8 is smaller, preserving more of the increase in MRPL from the direct and
intermediates channels. We demonstrate how passthrough to the MRPL and markdown changes
with firm size in a simple model of oligopsonistic competition in Appendix C.2. Assuming firms
operate a Cobb-Douglas technology calibrated to match the estimated output elasticities in Table
1, we see in Figure A.2 that the passthrough to markdowns and MRPL are both increasing (in
absolute value) in firm size.

We examine the empirical relationship between firm size and our measures of passthrough in Fig-
ure 6. Panel (a) shows the average wage passthrough elasticity across bins of the (log) firm size
distribution, while Panel (b) shows average MRPL and markdown (in absolute values) passthrough
elasticities across the firm size distribution. Consistent with the monopsony mechanism, passthrough
to wages is decreasing in firm size, with average passthrough to wages of less than 0.1 for the
largest firms. However, we find that contrary to the predictions of the monopsony literature,
passthrough to the MRPL and markdown are decreasing, rather than increasing, in firm size. In
fact, passthrough to both MRPL and markdowns approaches the fully constrained case of 1 in
absolute value as firms get larger.48 This relationship between passthrough and firm size strongly
suggest that wage setting and dynamics are driven not just by monopsony power and variation in
labor supply elasticities, but also by the dynamic frictions firms face in adjusting labor inputs.49

48We show in Appendix Figure A.7 that the result also holds when plotting passthrough elasticities by labor market
share of the firm as well.

49We also show the empirical relationship between the absolute value of labor and intermediate material adjustments on
firm size in Appendix Figures A.8 and A.10 and find that total labor adjustments and overall response to firm shocks

30



Figure 6: PASSTHROUGH BY FIRM SIZE
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Note: Figure 6 shows the passthrough to firm-level markdowns (in absolute value), MRPL, and wages, across the firm size distribution.

Discussion: As we have shown in our data through the lens of our model, there is substantial
evidence that firms are forward-looking and face constraints or costs when adjusting labor inputs,
and that these constraints affect wage setting and dynamics. It is clear that monopsony power
alone cannot explain the patterns we see in the data. However, that is not to say that monopsony
power doesn’t play a role. Much like adjustment costs, we also find evidence consistent with
the predictions of the monopsony model. Similarly to the results in Table 4, in Appendix C.3
we show that passthrough to wages is decreasing in market share and concentration (which we
define as the labor cost HHI, similar to Berger et al., 2022), while passthrough to MRPL and
markdowns is increasing in absolute value, which is consistent with the predictions of standard
monopsony models. In Appendix C.6, we show that both labor constraints (at the industry and
national level) and monopsony power play a role in the passthrough of industry and aggregate
shocks. Similarly, it’s possible that monopsony power plays a role in setting the level of markdowns
even if its effect on wage dynamics is limited. In the next section of the paper, we decompose
markdowns into the components due to monopsony power and dynamics/adjustment costs and
explore their contributions to wage setting and dynamics.

are substantially lower at large firms than at smaller firms.
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6 Quantifying Monopsony Power and Adjustment Costs

In this section, we separately quantify the effects of monopsony power and adjustment costs on
wage setting and markdowns. To do so, we impose stronger assumptions and structure on the
model and show how to separately identify the markdown component due to monopsony power
(which we call the “monopsony wedge”) and the component due to firm dynamics (or the “cost
wedge”).

6.1 Estimating Labor Supply

In order to separately identify the monopsony wedge, µεjt, from the cost wedge, µϕjt, we impose
additional structure on the labor supply curve building on a standard microfoundation from the
monopsony literature. Recall that labor input in our model is measured in efficiency units,

Ljt =
∑
i

AitHit,

where Ait denotes worker i’s time-varying ability, Hit denotes worker i’s exogenous hours en-
dowment in period t. We denote worker i’s effective labor endowment as qit ≡ AitHit. Thus,
conditional on being employed by firm j, worker i contributes qit units of labor input. This is con-
sistent with our production-side assumption that firms hire homogeneous efficiency units of labor
and pay a common ability price per unit of effective labor.

Worker i’s utility from working at firm j is given by

Uijt = fu(W jt) +Xjtβ + ujt + ϵuijt,

where W jt is the wage per unit of ability-adjusted labor offered by firm j, Xjt = {Zjt, Z̃jt−1} is
a vector of utility-relevant firm characteristics, ujt captures firm-specific amenities common to all
workers, and ϵuijt is an idiosyncratic taste shock. The utility of the outside option, corresponding to
non-employment, is

Ui0t = fu(W0t) + ϵui0t,

where W0t denotes the monetary value of non-employment.

Following Lamadon et al. (2022) and Chan et al. (2024), we assume that taste shocks follow
a type I extreme value distribution with correlation across firms within labor market g in com-
muting zone cz. Let σcz ∈ (1,∞) govern the degree of within-market correlation, with σ−1

cz =√
1− corr(ϵuijt, ϵ

u
ikt) for j ̸= k and (j, k) ∈ g. Lower values of σcz imply weaker correlation in

tastes within the nest and therefore less substitution across firms in the same market.
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Let Pijt denote the probability that worker i chooses firm j. Since qit is exogenous and does not
enter the worker’s utility index, it does not affect the ranking of alternatives, and so Pijt = Pjt∀i.
Firm-level labor supply in efficiency units is therefore

Ljt =
∑
i

qitPijt = Pjt
∑
i

qit.

Let total potential effective labor be Qt ≡
∑

i qit. The firm’s effective-labor market share is sjt ≡
Ljt

Qt
, the outside-option share is s0t ≡ L0t

Qt
, and the within-market (inside) share is sjgt ≡ sjt∑

k∈g skt
.

Hence, the relevant shares are defined over efficiency units of labor rather than worker counts. This
yields the estimating equation50

log sjt − log s0t = fu(W jt)− fu(Wot) +Xjtβ + (1− 1/σcz) log sjgt + ujt,

where market g is defined at the municipality and 4-digit industry level and sjgt is the firm’s share
of total ability-adjusted labor in market g. We assume that fu(·) is a quadratic function of the log
expected wage, and in Xjt we include the same exogenous (Zjt) and lagged labor force character-
istics (Z̃jt−1) as in the rest of the model.51 We control for unobserved non-employment benefits
using time dummies. Since ujt is unobserved and may be correlated with wages and market shares,
we follow Lamadon et al. (2022) and Chan et al. (2024) and assume that ujt = uj + ũjt where
ũjt is i.i.d.. We then estimate this equation in long differences using productivity shocks and the
characteristics of rival firms as instruments for endogenous wages and inside shares.52

Because Qt is common across firms, the elasticity of firm-level labor supply in efficiency units
is equal to the elasticity of the corresponding effective-labor share. We can then form the labor
supply elasticity as

εL
W jt

=
∂ logLjt

∂ logW jt

=
∂fu(W jt)

∂ logW jt

(σcz + (1− σcz)sjgt − sjt) ,

and the monopsony wedge as

µεjt =
εL
Wjt

1 + εL
Wjt

.

50Details for derivation of the estimating equation is presented in the Appendix. We follow the strategy in Chan et al.
(2024) for this estimation.

51We also estimate the model using a linear specifications for fu(·) and obtain similar results.
52We estimate the model in 4-year changes. Our set of instruments are ηjt, η2jt,∆ωjt,∆ω

2
jt, one-period changes in

inside share interacted with commuting zone dummies, and the 4-year change in the sum of every firm characteristic
within market g except firm j. I.e.:

∑
k ̸=j,k∈gX

h
kt for each variable h in Z and Z̃t−1. These are the labor market

analogues of the commonly used ‘BLP’ instruments introduced in Berry et al. (1995).
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Table 5: ESTIMATED MARKDOWNS, LABOR SUPPLY ELASTICITIES, AND COST WEDGES

Panel A. Moments
Markdown Baseline LS specification

Statistic µjt εL
W jt

µεjt µϕjt

Mean 0.81 2.87 0.74 1.10
Std. Dev. 0.27 0.47 0.03 0.36

p10 0.54 2.27 0.69 0.74
p50 0.77 2.84 0.74 1.05
p90 1.10 3.45 0.78 1.47

Panel B. Variance decomposition of log expected markdown

Statistic log(µjt) log(µεjt) log(µϕjt)

Share of variance (%) 100.0 – 4.2 95.8
Note: Panel A reports moments of the expected markdown, labor supply elasticity, monopsony wedge,

and cost wedge under the baseline nested-logit labor supply specification. The expected markdown satisfies
µjt = µεjtµ

ϕ
jt. Panel B decomposes the variance of log(µjt) into the labor-supply component and the

dynamic cost component, with the covariance term split equally between the two. The sample includes
374,000 firm-year observations, rounded to the nearest thousand. Percentiles are calculated as the mean of
adjacent milliles. See Appendix Table A.11 for additional moments of the distributions.

This formulation is somewhat more flexible than the standard nested-logit and CES frameworks
which have been used in the literature, as it allows the elasticity to depend both on the firms’ mar-
ket shares and also the (log) wage. This choice is deliberate as we want to allow as much variation
in the monopsony wedge as possible to capture the variation in the markdown. We report moments
of the distribution of labor supply elasticities and monopsony wedges in columns 2 and 3 of panel
A of Table 5. We find a mean labor supply elasticity of 2.87, and a mean monopsony wedge (µεjt)
of 0.74.53 Recall that our mean expected markdown is 0.81. If we assumed these markdowns only
represented monopsony power, this would imply that a firm with the mean markdown faces a labor
supply elasticity of 4.26, which corresponds to roughly the 99th percentile of the estimated labor
supply elasticity distribution. These results show that the average firm is paying workers substan-
tially more of their marginal product than they would in a static environment without adjustment
frictions or dynamics where µjt = µεjt.

6.2 Monopsony Wedges vs Cost Wedges

With the estimates of labor supply elasticities and monopsony wedges for every firm in hand, we
are able to separate the markdown estimates into two components: the monopsony wedge, µεjt, and

53The mean of labor supply elasticity is in line with the literature. For robustness purposes, we also estimate our
labor supply elasticity simply by running a series of log-linear and polynomial OLS and IV regressions of effective
employment on expected log wages, and find results in line with the nested logit model. The details of this exercise
are presented in Appendix D.2.
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the cost wedge, which we recover as the ratio of the expected markdown and monopsony wedge,

µϕjt ≡
µjt
µεjt

= 1 +

(
∂V jt+1

∂Ljt
− ∂Φjt

∂Ljt

)
MRPL

−1

jt

and report in column 4 of Table 5. The cost wedge can be interpreted as the (relative) degree to
which a firm is constrained above or below the static optimum quantity of labor. We find that the
overall average cost wedge is 1.10, which implies that in equilibrium the expected future marginal
value of labor tends to outweigh the current marginal non-wage cost of labor, or ∂V jt+1

∂Ljt
>

∂Φjt

∂Ljt
.

However, this distribution is right skewed, with a median cost wedge of only 1.05, reflecting that
the median monopsony wedge of 0.74 is quite close to the median expected markdown of 0.77.
There is significant dispersion in the shadow value of labor, with firms at the 90th percentile valuing
the marginal worker 47% more than their current marginal revenue product, while those at the 10th
percentile value workers 26% below their MRPL.

The overall level of markdowns seems to be primarily driven by the overall level of the labor supply
elasticities faced by firms. In contrast, with a standard deviation of only 0.03, the monopsony
wedge is unable to explain much of the variation in markdowns. Noting that log(µjt) = log(µεjt +

log(µϕjt), we can decompose the variance of the log expected markdown into the components due
to the monopsony and cost wedges. As we show in Panel B of Table 5, the monopsony wedge
estimated from the nested logit labor supply model only explains 4.2% of the overall variance
in log expected markdowns. We show in Appendix D.4 that using a calibrated version of the
nested CES labor supply model used in Berger et al. (2022) provides similar results, explaining
only 5.1% of the variance of the log markdown. We plot the distributions from both models in
Appendix Figure A.3.

Exit, wedges, and firm constraints. The cost wedge µϕjt captures the extent to which a firm
is constrained away from its static monopsony optimum, where µϕjt = 1 (see Section 2.2). This
interpretation implies that firms further from µϕjt = 1 should be more fragile and more likely to exit.
Figure 7 strongly supports this prediction. Exit rates exhibit a clear V-shaped relationship with the
cost wedge, with a minimum at µϕjt ≈ 1. Firms with high or low values of µϕjt—corresponding
to over- or under-employment—are significantly more likely to exit. This pattern holds when
controlling for firm size, productivity and capital (see Appendix Figure A.13), and is consistent
with µϕjt capturing economically meaningful constraints rather than measurement error. In contrast,
exit rates increase monotonically with the monopsony wedge, as firms with µεjt closer to one tend
to be smaller and face more competitive labor supply, and are therefore more likely to exit.

As predicted, the monopsony wedge explains very little of the dynamic response of markdowns
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Figure 7: EXIT RATES BY WEDGE COMPONENTS
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B. Exit Rates by Monopsony Wedge

Note: Each panel plots the probability that a firm exits in t + 1 (i.e., is not observed in the data in the subsequent period) against different wedge
measures. The cost wedge is defined as µϕjt and the monopsony wedge as µεjt. Exit rates are computed within bins of each variable.

to productivity shocks, as we show in Panel aA of Figure 8, meaning that almost entirely comes
from the cost wedge. However, monopsony power is still an important determinant of not just the
level of markdowns, but also some empirical relationships. As we show in Panel B of Figure 8,
the monopsony wedge drives the negative relationship between markdowns and firm labor market
shares. In the next section, we show how to estimate the net marginal cost function in order to
determine whether variation in the cost wedge comes from underlying fixed heterogeneity, mea-
surement error, or the endogenous responses of firms to shocks in the face of adjustment frictions
and uncertainty.

6.3 Estimating Dynamic Labor Costs

The evidence above shows that firms with different cost wedges differ in exit and subsequent
adjustment behavior, consistent with our model of firm dynamics. We next ask whether the cost
wedge is primarily a residual object, or whether it is systematically related to the firm states that
enter the model. This step is important for the interpretation of the decomposition: if the cost
wedge were mostly residual variation, it would be difficult to give it an economic interpretation. If
instead it is explained by observed firm states and persistent firm heterogeneity, then the dynamic
component of the markdown reflects systematic features of firms’ labor-demand problem.

Recall that the cost wedge is µϕjt = 1+
(
∂V jt+1

∂Ljt
− ∂ϕjt

∂Ljt

)
/MRPLjt. Since MRPLjt is known, our

goal is to estimate the dynamic net marginal benefit term, Bϕ
jt ≡

(
∂V jt+1

∂Ljt
− ∂ϕjt

∂Ljt

)
. In order to do
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Figure 8: EXPECTED MARKDOWNS, MONOPSONY WEDGES, AND FIRM CHARACTERISTICS
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Note: Panel (a) plots the expected markdown and monopsony wedge across bins of persistent productivity shocks. Panel (b) plots the same objects
across bins of firm labor market shares. The gap between the expected markdown and monopsony wedge corresponds to the cost wedge.

this, we impose some additional structure on the cost function. We assume that the labor-relevant
component of the cost function, ΦL

jt, depends on changes (in levels) of the labor input ∆Ljt and
workforce composition terms ∆Z̃jt, as well as the levels of labor Ljt, job amenities ujt, workforce
composition Z̃jt and other predetermined firm characteristics Zjt. We also allow firms to differ
in their fundamental “cost efficiency” of employing labor, ωϕj , which captures the fact that some
firms may simply be more efficient at managing or training labor than others.

With an additional assumption on measurement error in expected MRPL, we can obtain the fol-
lowing estimating equation:

Bϕ
jt = Dϕ(∆Ljt,∆Z̃jt, Zjt, Ljt+1, Ljt, Z̃jt, ujt) + ωϕj + ξME

jt . (17)

We estimate equation 17 using both a parsimonious parametric specification and a flexible second-
degree polynomial, proxying for Ljt+1 using the firm’s information set in period t.54 We then
decompose the variance of Bϕ

jt and µϕ = 1+Bϕ
jt/MRPLjt into the components due to observable

firm state variables (Dϕ), fixed cost heterogeneity ωϕj , and measurement error.

Table 6 reports the main results. The variance decomposition shows that dispersion in the cost
wedge is mainly systematic and driven by model-relevant objects. For the net marginal benefit term
Bϕ
jt, observed state variables explain 52 percent of the variance in the parametric specification and

64 percent in the polynomial specification. Adding fixed cost heterogeneity raises the explained

54See Appendix D.3 for derivation and details.
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Table 6: COST WEDGE AND ESTIMATED COST COMPONENTS

Panel A. Distribution of the cost wedge

Variable Mean Std. Dev. p10 p50 p90

µϕjt − 1 0.10 0.36 -0.26 0.05 0.47

Panel B. Variance decomposition

Object Specification Observables (Dϕ) Firm effect (ωϕj ) Residual (ξME
jt ) Model (Dϕ + ωϕj )

(%) (%) (%) (%)

Bϕ
jt Parametric 52 34 14 86

Polynomial 64 24 12 88

µϕjt Parametric 51 31 18 82
Polynomial 52 31 17 83

Notes: Panel A reports selected moments of the cost wedge. Panel B reports the share of variance explained by the fitted observable
component, the firm fixed effect, and the residual. The net marginal benefit term is Bϕ

jt ≡W jt/µ
ε
jt −MRPLjt. The cost wedge satisfies

µϕjt − 1 = Bϕ
jt/MRPLjt. The model share is the sum of the observable and firm-effect components. The parametric specification follows

the cost-function structure described in Appendix D.3; the polynomial specification estimates the same relationship using a complete second-
degree polynomial in the same variables.

share to 86–88 percent. The same conclusion holds after scaling by expected MRPL to form the
cost wedge: observed states and firm fixed effects together account for more than 80 percent of the
variance of µϕjt.

This decomposition then allows us to examine what drives dispersion and dynamics in the cost-
related component of the markdown. In Figure 8, we show that markdown dynamics in response
to productivity shocks acts entirely through the cost wedge. In Appendix Figure A.11, we further
decompose the response of the cost wedge to productivity shocks and find that it is driven entirely
by within-firm variation in firm/worker characteristics. This relationship is not due to fixed firm
characteristics. In Appendix Figure A.12 we plot the relationship between firm leverage and the
model predicted cost wedge (equal to Dϕ(·)+ωϕj ). If leverage is a reasonable measure of distortion,
then we should expect that firms further from their static optimum should be more leveraged, which
is exactly what we find.

6.4 Sources of Variation in the Cost Wedge

The previous subsection shows that the cost wedge µϕjt exhibits substantial and systematic vari-
ation. We now examine which economic mechanisms account for this variation. Guided by the
model, we partition the firm state variables into blocks corresponding to distinct components of

µϕjt = 1 +
∂Vjt+1/∂Ljt − ∂Φjt/∂Ljt

MRPLjt
.
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Table 7: SOURCES OF VARIATION IN THE COST WEDGE

Block / component Contribution Share Block / component Contribution Share
to R2 (%) to R2 (%)

Dynamics Static costs and organization
Future value of labor 0.165 44.0 Workforce stocks 0.074 19.7
Workforce adjustment flows 0.007 1.9 Amenities 0.099 26.3
Subtotal 0.172 45.9 Subtotal 0.173 46.0
Market structure Financial conditions

Monopsony / competition 0.028 7.6 Financial variables 0.002 0.6

Total 0.376 100.0
Note: The table reports general dominance statistics from regressions of the cost wedge, µϕjt, on grouped firm state variables. Dynamics include

variables related to the expected future value of labor and workforce adjustment. Static costs and organization include workforce composition,
firm size, and amenities. Market structure includes labor market share variables. Financial conditions include leverage-based controls.

Formally, we estimate regressions of the form

µϕjt = α +Xdyn
jt βdyn +X∆

jtβ∆ +X stock
jt βstock +Xamen

jt βamen +Xcomp
jt βcomp +Xfin

jt βfin + εjt, (18)

where each block of variables corresponds to a distinct economic channel in the model.

The dynamic block Xdyn
jt includes productivity shocks and firm states that affect the expected future

value of labor, including ηjt (separately for positive and negative realizations), lagged productivity
ωjt−1, capital, and investment. The adjustment-flow block X∆

jt includes changes in employment
and workforce composition (Z̃jt), capturing realized contemporaneous adjustment costs. The stock
block X stock

jt includes levels of employment, workforce composition, firm size, and firm age. The
amenities block Xamen

jt includes the firm-level amenity measure estimated in Section 6.1. The com-
petition block Xcomp

jt includes firm-level labor market share measures, capturing residual monop-
sony power. The financial block Xfin

jt includes leverage-based controls.

This specification mirrors the structure of the cost function in Section 6.3, ensuring that each block
corresponds directly to a component of ∂Vjt+1/∂Ljt or ∂Φjt/∂Ljt. We quantify the contribution
of each block using a dominance decomposition based on regressions of µϕjt on all subsets of the
state variables. This procedure averages the marginal contribution of each block to R2 across all
orderings of the remaining blocks and therefore provides an order-invariant measure of explanatory
importance.

Table 7 yields three main results. First, variation in the cost wedge is driven almost entirely by
dynamic factors and persistent organizational features. The contribution of dynamics (45.9 per-
cent) is nearly identical to that of static costs and organization (46.0 percent). In contrast, market
structure and financial conditions together account for less than 10 percent of explained variation.
This is consistent with Yeh et al. (2022) who find that variation in markups account for very little
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Table 8: DECOMPOSITION OF THE FUTURE-VALUE COMPONENT

Component Contribution Share
to R2 within block (%)

Negative productivity shocks (η−jt) 0.061 36.9
Capital and investment 0.046 27.6
Lagged productivity (ωjt−1) 0.045 27.3
Positive productivity shocks (η+jt) 0.011 6.6

Total: future-value block 0.165 100.0
Note: The table reports variable-level dominance statistics within the future-value block. Contributions

are normalized to sum to the total explanatory power of the block. Shares are expressed relative to the
future-value block.

of the variation in the markdown.

Second, forward-looking firm states play a central role. Variables that proxy for the expected future
value of labor account for 44 percent of explained variation, by far the largest single component.
This provides direct evidence that µϕjt reflects the dynamic value of labor, consistent with labor
hoarding and continuation-value effects in the model. By contrast, variables capturing contem-
poraneous adjustment flows contribute little, accounting for less than 2 percent of variation. This
indicates that the cost wedge is not primarily driven by realized short-run hiring and firing costs,
but rather by the lack of adjustments in the face of dynamic uncertainty and constraints.

Third, firm-level workforce structure and amenities are quantitatively important. Workforce stocks
and amenities together account for 46 percent of variation. This implies that firms with different
organizational structures and job characteristics face significant variation in the marginal cost or
value of maintaining a workforce. For example, firms may offer costly non-wage benefits to their
employees that drives the marginal cost curve above the static monopsony curve. Our results sug-
gest that these costs are important drivers of potential misallocation, and vary with both workforce
characteristics such as education and ability, as well as unobserved job amenities.

Table 8 shows that the contribution of the future-value block is driven primarily by negative produc-
tivity shocks. Negative shocks alone account for more than one-third of the explanatory power of
this block, substantially more than positive shocks or the level of productivity. Capital, investment,
and lagged productivity also contribute significantly, but none individually match the importance
of negative shocks. This asymmetry is consistent with the theoretical example in Section 2.3 and
our results in Appendix Figure A.11, where we show that negative shocks drive variation in mark-
downs and the cost wedge, while positive shocks have little effect. Firms facing negative shocks
hoard labor due to uncertainty over future productivity, raising wages and markdowns relative to
the static optimum.

Taken together, these results reinforce the interpretation of the cost wedge as a dynamic object.
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Its variation is primarily associated with forward-looking firm states and persistent organizational
features, rather than with static monopsony power. The asymmetric role of negative shocks further
supports the view that the cost wedge captures the effect of binding constraints in the firm’s labor
demand problem.

6.5 Implications for Misallocation and Markup Accounting

The results above imply that observed markdowns are not sufficient statistics for labor market
power. In this subsection we quantify this point using three simple accounting exercises. Each
exercise starts from the model decomposition

W jt = µjtMRPLjt = µεjtµ
ϕ
jtMRPLjt, (19)

where µεjt is the monopsony wedge and µϕjt is the dynamic cost wedge. Note that all of these
exercises are local/static approximations in that they hold fixed the estimated revenue production
function, firm states, and market environment, and ask how observed wage–MRPL gaps would
be interpreted in standard wedge-accounting calculations. Appendix E gives the derivations and
implementation details.

We first construct a Harberger-style revenue-loss index from the dispersion of markdowns. Let
zjt = − log µjt, and let z̃jt denote the deviation of this wedge from its market-year mean. We
focus on within-market dispersion in the wedge to abstract away from the common markdown,
which affects the division of surplus between firms and workers, but does not by itself reallocate
labor across firms. The local loss index relevant for misallocation is therefore

L =
1

2

∑
jt

αLjtRjt

κjt
z̃2jt, (20)

where κjt is the local curvature of labor demand and αLjtRjt = MRPLjtLjt scales the local loss by
the marginal revenue value of labor at the firm. Since zjt = zεjt+ zϕjt, the index can be decomposed
into monopsony, dynamic-cost, and covariance terms. We report shares using a Shapley allocation
that assigns one-half of the covariance term to each component.

Table 9 reports the results under three curvature measures. The level of the implied local revenue
loss depends on curvature: a Cobb–Douglas approximation gives a loss of 0.76 percent of revenue,
while the other two curvature measures implied by the estimated production function give losses
close to 6 percent of revenue. The decomposition, however, is nearly invariant across specifica-
tions. Monopsony accounts for only 4.0–4.5 percent of the within-market markdown-dispersion
loss, while the dynamic cost wedge accounts for roughly 96 percent. A wedge-accounting exer-
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Table 9: Local Revenue Loss from Markdown Dispersion

Specification Full Loss Monopsony Share Dynamic Share

CD 0.76 3.98 96.02
ACT 5.87 3.97 96.03
FLEX 6.00 4.47 95.53

Notes: This table reports the Harberger-style local revenue-loss index implied by within-market markdown dispersion. Full Loss is reported
as a percentage of aggregate revenue. Monopsony and Dynamic shares are Shapley allocations of the monopsony and dynamic cost-wedge
components of markdown dispersion. Markets are defined as municipality-industry-year cells. CD uses a Cobb-Douglas approximation
κj = 1−αL

j . ACT uses the estimated labor-demand curvature implied by the nonparametric production function. FLEX allows intermediate
inputs to adjust optimally when labor is reallocated.

Table 10: AGGREGATE WAGE–MRPL GAP ACCOUNTING

Observed gap Share of observed gap

Sample Potential wage bill Actual wage bill Monopsony Dynamic cost
(%) (%) (%) (%)

All firms 38.62 62.91 71.69 28.31
Size < 100 22.02 28.25 121.90 -21.90
Size ≥ 100 45.75 84.33 61.29 38.71

Notes: The observed gap is
∑

jt Ljt(MRPLjt − W jt). “Potential wage bill” denotes
∑

jt LjtMRPLjt, the wage bill that would
obtain if all workers were paid their marginal revenue product. “Actual wage bill” denotes

∑
jt LjtW jt. The decomposition uses W jt =

µεjtµ
ϕ
jtMRPLjt, so that the monopsony component isLjtMRPLjt(1−µεjt) and the dynamic component is −LjtMRPLjtµ

ε
jt(µ

ϕ
jt−

1). A negative dynamic share means dynamic forces offset the static monopsony benchmark.

cise that treats observed markdown dispersion as coming from monopsony power would attribute
almost all of the implied loss to the wrong source.

Second, we decompose the aggregate wage–MRPL gap. Multiplying equation (19) by ability-
adjusted labor gives

Ljt(MRPLjt −W jt) = LjtMRPLjt(1− µεjt)− LjtMRPLjtµ
ε
jt(µ

ϕ
jt − 1). (21)

The first term is the static monopsony benchmark. The second term is the contribution of dynamic
costs and continuation values. Unlike the misallocation exercise above, this measure depends both
on the aggregate markdown and on the correlation between markdowns and firm size. We report
the aggregate gap both relative to the (potential) wage bill which would arise if firms paid workers
their marginal product,

∑
jt LjtMRPLjt, and relative to the actual wage bill,

∑
jt LjtW jt.

Table 10 shows that the aggregate wage–MRPL gap is large: it is 38.6 percent of the potential wage
bill and 62.9 percent of the actual wage bill. I.e.: if workers were paid their marginal product,
ceteris paribus, total payments to labor would increase by nearly 63%. Another way to interpret
the potential wage bill gap is as the economy-wide mean markdown gap, E[1 − µjt], weighted
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Table 11: TARGETING FIRMS BY OBSERVED MARKDOWNS AND STRUCTURAL COMPONENTS

Conditioning target Comparison target Unweighted Potential wage bill
(%) weighted (%)

Panel A. Economy-wide top-decile targets
Full markdown Monopsony wedge 23.56 18.12
Full markdown Dynamic cost wedge 35.82 58.68

Panel B. Within-market top-decile targets
Full markdown Monopsony wedge 58.50 23.79
Full markdown Dynamic cost wedge 44.13 20.07

Notes: Entries report the share of full-markdown target firm-years that are also selected by the comparison target. The full-markdown target
selects firms with the widest observed wage–MRPL gaps. The monopsony target selects firms with the widest monopsony component. The
dynamic cost target selects firms with the largest | logµϕjt|. Economy-wide targets are defined using economy-wide deciles. Within-market
targets are defined within four-digit industry by municipality by year cells. Potential-wage-bill weights are LjtMRPLjt.

by LjtMRPLjt. Static monopsony accounts for 71.7 percent of this aggregate gap, while the
dynamic component accounts for the remaining 28.3 percent, though this decomposition depends
on firm size. Among smaller firms, the dynamic component is negative, meaning that dynamic
forces offset the static monopsony benchmark: these firms pay (and employ) more than the static
monopsony wage would predict. Among larger firms, the dynamic component is positive and
accounts for 38.7 percent of the observed gap. This pattern is consistent with the central result of
the paper. Monopsony is important for the level of the markdown, but dynamic employment costs
and continuation values materially change the mapping from wage gaps to labor market power.

Finally, we ask whether observed markdowns are useful policy targets. We rank firms by three
objects: the full (inverse) markdown, the (inverse) monopsony wedge, and the absolute dynamic
cost wedge | log µϕjt|. The full target selects firms with the widest observed wage–MRPL gaps.
We then ask what fraction of those targeted firm-years are also selected by the monopsony or
dynamic-cost target. Here, the target is the top decile of firms in each distribution. We report both
economy-wide rankings and rankings within labor markets.

Table 11 shows that observed markdowns are a noisy measure of both underlying sources of the
wedge. In the economy-wide ranking, only 23.6 percent of full-markdown targets are also monop-
sony targets, and 35.8 percent are dynamic-cost targets. We also weight firms by the marginal-
product value of their labor input (the “potential wage bill”) which is the relevant exposure mea-
sure for wage-gap and local misallocation accounting. This weighting lowers the overlap with
monopsony to 18.1 percent while increasing the overlap with the dynamic cost wedge. Within-
market targeting raises the unweighted overlap, especially for monopsony, but the potential-wage-
bill weighted overlaps remain small. Weighting target firm-years by their potential wage bill, only
23.8 percent overlap with the within-market monopsony target and only 20.1 percent overlap with
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the within-market dynamic-cost target. Thus a screen based on the observed markdown gap does
not reliably identify the firms most characterized by either labor market power or dynamic labor-
demand constraints.

Taken together, the exercises reinforce the main message of the paper. Static monopsony explains a
substantial share of the aggregate level of the wage gap. In contrast, almost all of the local revenue-
loss measure associated with within-market markdown dispersion is driven by the dynamic cost
wedge. Note that unlike monopsony wedges, the dynamic component should not be automatically
interpreted as a welfare distortion or efficiency loss. Firms may be optimally hoarding labor or
under-employing due to real adjustment costs or fundamental uncertainty over future shocks. A
key takeaway is that standard wedge-accounting exercises would misattribute the source of labor
misallocation if they interpreted observed markdowns as pure measures of employer market power,
likely overestimating the welfare losses due to dispersion in the markdown.

7 Conclusion

This paper studies the gap between wages and the marginal revenue product of labor using Danish
matched employer–employee data linked to firm accounts. We develop an empirical framework
that jointly recovers worker ability, firm-level wages per efficiency unit of labor, revenue productiv-
ity, marginal revenue products, and wage markdowns. A central feature of the approach is that this
measurement step does not require solving the full wage-setting model. We first estimate the ob-
jects needed to describe the distribution of wages, productivity, MRPL, and markdowns. We then
use a dynamic model of wage setting to interpret the markdown as the product of a monopsony
wedge and a dynamic cost wedge.

The results point to a sharp distinction between the level and the dispersion of markdowns. Static
monopsony provides a useful benchmark for the level of markdowns: the monopsony wedge im-
plied by estimated labor supply elasticities is close to the average markdown recovered from the
production side of the model. But static monopsony explains little of the cross-firm dispersion in
markdowns. Most of this dispersion is accounted for by a dynamic cost wedge that reflects em-
ployment adjustment costs, continuation values, and labor-hoarding incentives. Firms often pay
above the static monopsony benchmark when the future value of retaining workers is high relative
to current marginal revenue product.

This distinction matters for both policy and measurement. Observed wage–MRPL gaps are infor-
mative about the existence of wedges, but they are not sufficient statistics for labor-market power.
Policies aimed at reducing monopsony power operate through one component of the wage wedge,
while their incidence also depends on firms’ dynamic labor-demand frictions and the value of re-
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taining workers. The same point applies to misallocation accounting. A local Harberger-style
exercise shows that almost all of the revenue-loss index associated with within-market markdown
dispersion is driven by the dynamic cost wedge rather than by dispersion in labor-market power.
Similarly, targeting firms by observed markdowns does not select the same firms as targeting firms
by the monopsony or dynamic components of the wedge.

The broader implication is that markdowns should not be interpreted mechanically as monopsony
measures. Wage gaps can arise because firms face upward-sloping labor supply curves, but they
can also arise because labor is costly to adjust and has option value inside the firm. Separating these
forces is essential for measuring labor-market power, interpreting wage dynamics, and assessing
the sources of labor misallocation.
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A Model Details
In this section, we specify the details and various derivation steps of our model.

A.1 Details of the First-Order Conditions
This appendix derives the first-order conditions underlying Equations (5), (6), and (7). The labor supply
function is

Ljt = L
(
W jt, Zjt, Z̃j,t−1, ujt, Igt

)
,

where W jt is the expected wage per unit of ability-adjusted labor. Assume that this labor supply function is
continuous and strictly increasing in W jt. Let Gj(·) denote the corresponding inverse labor supply curve:

W jt = Gj

(
Ljt, Zjt, Z̃j,t−1, ujt, Igt

)
.

The realized wage satisfies

Wjt =W c
jtf

c(ϵjt), W jt = Eϵjt
[
Wjt | Ijt,W c

jt

]
=W c

jtEc,

with
Ec ≡ Eϵjt [f

c(ϵjt)] , E ≡ Eϵjt [e
ϵjt ] .

The firm’s period-t information set is

Ijt =
{
Kjt, Lj,t−1, Z̃j,t−1, ωj,t−1, ηjt, Zjt, Pt, ujt, Igt,Φj

}
.

Current persistent productivity is
ωjt = h(ωj,t−1) + ηjt,

and total revenue productivity is νjt = ωjt+ ϵjt, where ϵjt /∈ Ijt. Define the expected discounted continua-
tion value as

V j,t+1 ≡ βEϵjt,ηjt+1,Pt+1,Ig,t+1 [Vj,t+1(Ij,t+1) | Ijt] .

After substituting the inverse labor supply curve, the firm’s problem is

Vjt(Ijt) = max
Ljt,KI

jt,Mjt,Z̃jt

R(Kjt, Ljt,Mjt)e
ωjtE −Gj

(
Ljt, Zjt, Z̃j,t−1, ujt, Igt

)
Ljt

− Φ
(
Ljt, Lj,t−1,Kj,t+1,Kjt, Zjt, Z̃jt, Z̃j,t−1,Φj

)
− PKt K

I
jt − PMt Mjt + V j,t+1 (22)

subject to
Kj,t+1 = (1− δ)Kjt +KI

jt.

Materials. Materials are flexible, do not enter the non-wage cost function, and are not a state variable.
The FOC for Mjt is therefore

∂R(Kjt, Ljt,Mjt)

∂Mjt
eωjtE = PMt .
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This is Equation (5) in the main text. The left-hand side is the expected marginal revenue product of mate-
rials. This is the only firm optimality condition used for production-function identification.

Labor. Let

MRPLjt ≡
∂R(Kjt, Ljt,Mjt)

∂Ljt
eωjtE

denote the expected marginal revenue product of ability-adjusted labor. The labor FOC is

0 =MRPLjt −
[
Gj(.) + Ljt

∂Gj(.)

∂Ljt

]
− ∂Φjt
∂Ljt

+
∂V j,t+1

∂Ljt
. (23)

The firm-level labor supply elasticity with respect to the expected wage is

εL
Wjt

≡ ∂ logL(W jt, Zjt, Z̃j,t−1, ujt, Igt)

∂ logW jt

.

Since Gj(·) is the inverse labor supply curve,

Ljt
∂Gj(.)

∂Ljt
=
W jt

εL
Wjt

.

Using W jt = Gj(.), Equation (23) becomes

W jt

(
1 +

1

εL
Wjt

)
=MRPLjt +

∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

.

Hence

W jt =
εL
Wjt

1 + εL
Wjt

(
MRPLjt +

∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

)
. (24)

Because Wjt =W jtf
c(ϵjt)/Ec, the realized wage is

Wjt =
εL
Wjt

1 + εL
Wjt

(
MRPLjt +

∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

)
f c(ϵjt)

Ec
, (25)

which is Equation (6) in the main text.

Define the net marginal benefit, or continuation-value, of labor as

Bϕ
jt ≡

∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

.

Then Equation (24) can be written compactly as

W jt =
εL
Wjt

1 + εL
Wjt

(
MRPLjt +Bϕ

jt

)
.
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The realized marginal revenue product is

MRPLjt =
∂R(Kjt, Ljt,Mjt)

∂Ljt
eωjt+ϵjt ,

so
MRPLjt =MRPLjt

E
eϵjt

.

The realized markdown is therefore

µjt ≡
Wjt

MRPLjt
=

εL
Wjt

1 + εL
Wjt

(
1 +

Bϕ
jt

MRPLjt

)
f c(ϵjt)

Ec
E
eϵjt

, (26)

which is Equation (7) in the main text. The expected markdown relevant for the firm’s employment decision
is

µjt ≡
W jt

MRPLjt
=

εL
Wjt

1 + εL
Wjt

(
1 +

Bϕ
jt

MRPLjt

)
. (27)

Workforce characteristics. The contemporaneously chosen workforce characteristics Z̃jt do not enter
the current revenue production function, and current labor supply depends on predetermined Z̃j,t−1, not on
Z̃jt. Therefore the FOC for Z̃jt is

∂Φjt

∂Z̃jt
=
∂V j,t+1

∂Z̃jt
. (28)

Thus the firm chooses current workforce characteristics by equating their current marginal non-wage cost to
their expected discounted continuation value.

Capital investment. Since Kj,t+1 = (1− δ)Kjt +KI
jt, the FOC for investment is

∂V j,t+1

∂Kj,t+1
= PKt +

∂Φjt
∂Kj,t+1

. (29)

If current non-wage costs do not include capital adjustment or installation costs, then

∂Φjt
∂Kj,t+1

= 0

and the condition reduces to
∂V j,t+1

∂Kj,t+1
= PKt .

Envelope conditions. If lagged labor enters the period-t problem only through the non-wage cost func-
tion, then

∂Vjt(Ijt)
∂Lj,t−1

= − ∂Φjt
∂Lj,t−1

. (30)
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The envelope condition for predetermined capital is

∂Vjt(Ijt)
∂Kjt

=
∂R(Kjt, Ljt,Mjt)

∂Kjt
eωjtE − ∂Φjt

∂Kjt
+ (1− δ)

(
∂V j,t+1

∂Kj,t+1
− ∂Φjt
∂Kj,t+1

)
=
∂R(Kjt, Ljt,Mjt)

∂Kjt
eωjtE − ∂Φjt

∂Kjt
+ (1− δ)PKt , (31)

where the second line uses the investment FOC (29). Since materials are fully flexible and not a state
variable,

∂Vjt
∂Mj,t−1

= 0.

In summary, we have that

Ljt:

W jt =W c
jtEc =

εL
Wjt

1 + εL
Wjt

(
MRPLjt −

∂Φjt
∂Ljt

+
∂V j,t+1

∂Ljt

)
.

Z̃jt:
∂Φjt

∂Z̃jt
=
∂V j,t+1

∂Z̃jt
.

Mjt:
∂R(Kjt, Ljt,Mjt)

∂Mjt
eωjtE = PMt .

KI
jt:

∂V j,t+1

∂Kj,t+1
= PKt +

∂Φjt
∂Kj,t+1

.

B AKM Estimation, Connected Sets, and Ability Measurement
The identification of the coefficients on the individual covariates, Γt, the individual fixed effects αi, and
the firm-time fixed effects ψj(i,t)t in the two-way fixed effects model with time-varying firm effects follows
Chan et al. (2026). Given the connected set, the standard identifying restriction is that worker mobility is
orthogonal to the residual ξijt in the wage equation. A related concern is that the model may face limited
mobility bias. The richness of our data helps mitigate this issue, as illustrated in Figure A.1.

Figure A.1 provides a graphical representation of how we construct the connected set in our model with firm-
time fixed effects and multiple observations per worker within a year. The left panel shows a theoretical set
of jobs across two years for three different workers. In this example, worker 1 has three jobs in period 1,
working at firms A, B, and C. In period 2, worker 1 has only two jobs—working at firms A and B—and
so on. Workers’ main jobs—those that provide the largest income in a year—are identified by solid purple,
dotted red, and dashed green boxes. Because we estimate firm effects separately for each year, we treat each
firm-year observation as a separate firm. Thus, A1 and A2 refer to firm A in periods 1 and 2, respectively.

The middle panel shows the network graph of all five firm-year nodes if we were to consider only each
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Figure A.1: CONNECTED SETS USING MULTIPLE JOBS
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Note: Figure A.1 illustrates how multiple job observations increase connectedness in the two-way fixed effects model with firm-year fixed effects.

worker’s primary job (as is typically done in the literature). For example, worker 1 moves from A1 in period
1 to A2 in period 2, while worker 3 moves from C1 to B2. The result is two connected sets; the first,
with firms A1 and A2, and the second (the largest connected set) with firms B1, B2 and C1. Each firm is
connected to the rest of the set with just a single worker transition.

The right panel of Figure A.1 shows the network graph when we consider all of the worker-firm pair infor-
mation available in a year. In this case, each first-period job worked by an individual is connected to every
second-period job worked by that same individual. For example, worker 1 is employed in firms A1, B1, and
C1 in period 1, and A2 and B2 in period 2, leading to a full set of connections between period 1 and period
2 firms as depicted by the multiple solid lines in the right panel of Figure A.1. This leads to a connected set
including all five firm-year nodes in the sample. Moreover, each firm-year node in this larger connected set
is connected by at least 3 worker transitions to the rest of the set, strengthening the identification of the firm
and worker fixed effects.

A common concern in AKM fixed-effects regressions is that there may be many firm-time pairs that are
weakly connected to the largest connected set. For example, in our data set, we find that roughly 5.2% of
all firm-time observations have only one transition connecting these firms to the largest connected set, with
another 13.3% of firm-time observations having only two connections. As noted by Andrews et al. (2008),
if firm or firm-time fixed effects are identified using a small number of workers who move across firms, the
AKM estimates may be biased, overstating the role of firms relative to the role of sorting in accounting for
the variation in labor earnings. Notice, however, that using multiple job observations for workers helps to
reduce the extent of this limited mobility bias: if we include only one job per worker, we find that 7.0% of
firm-time observations have only one link (versus 5.2% in our baseline sample), and 20.1% have only two
links to the largest connected set (versus 13.3% using workers’ top three job observations).
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Limited mobility bias is most directly a concern for the estimated firm-time effects and the sorting covari-
ance. Our main use of the AKM estimates is to recover the worker component, αi +XitΓt, which is used
to construct ability-adjusted labor input for the production-function estimation. The larger connected set
obtained from multiple job observations improves the precision of both worker and firm components. Chan
et al. (2026) further address the limited mobility bias problem by removing firm-time observations with low
numbers of connections and estimating the parameters on several restricted connected sets. Their sensitivity
tests suggest that limited mobility bias in this two-way fixed effects analysis using Danish administrative
data is small and not quantitatively important for the objects used in our production-function estimation.

As is standard in the literature, we can decompose the variance of the log hourly wages as follows

V ar (wijt) = V ar (αi +XitΓt)︸ ︷︷ ︸
Worker Component

+V ar
(
ψj(i,t)t

)︸ ︷︷ ︸
Firm Component

+2× Cov
(
αi +XitΓt, ψj(i,t)t

)︸ ︷︷ ︸
Wage Sorting Component

+V ar (ξijt)︸ ︷︷ ︸
Residual

, (32)

where the first and second components capture the variation in log hourly wages accounted for by hetero-
geneity across workers and firms, respectively. The third component accounts for the variation in log hourly
wages that can be attributed to the sorting of high-ability workers—as measured by αi +XitΓt—employed
by high-wage firms—as measured by ψj(i,t)t. The results are shown in Table A.1. We find that around
one-half of the variance of log hourly wages is accounted for by workers’ observed and unobserved char-
acteristics and about 16% is accounted for by firms’ time-varying characteristics. Our estimates also show
that sorting accounts for almost none of the total variation in hourly wages.

Table A.1: VARIANCE DECOMPOSITION OF LOG HOURLY WAGES USING AKM

1991–2000 2001–2010 Pooled

Variance components
Total variance, V ar(wijt) 0.287 0.315 0.302
Worker heterogeneity, V ar(αi +XitΓt) 0.138 0.155 0.148
Firm heterogeneity, V ar(ψj(i,t)t) 0.045 0.052 0.049
Wage sorting, 2× Cov(αi +XitΓt, ψj(i,t)t) -0.001 -0.003 -0.002
Residual, V ar(ξijt) 0.106 0.110 0.108
Connected set and fit
Largest connected set 98.0% 99.0% 99.0%
R2 62.0% 63.0% 63.0%

Note: Table A.1 decomposes the variance of log hourly wages using the AKM estimates, as in Equation (32), for two time intervals and
for the pooled sample. “Largest connected set” reports the share of the sample contained in the largest connected set. The sorting cor-
relation in the pooled sample is corr(αi, ψj(i,t)t) = −0.003. The pooled sample contains 57.3 million worker-job-year observations,
4.3 million unique workers, 3.0 million unique firm-years, and 0.45 million unique firms. Variance components may not sum exactly to
total variance because of rounding.

C Passthrough Theory, Mechanisms, and Estimation
This appendix derives the passthrough equations used in Section 2.3 and then uses these equations to discuss
how production technology, labor market power, and adjustment costs shape passthrough from persistent
productivity shocks to wages, marginal products, and markdowns. The first part of the section derives the
relevant identities and channel decompositions. The second part studies five benchmark cases which isolate
the mechanisms used in Section 5.3 and Appendix C.3.

6



C.1 Passthrough identities and input channels
Throughout this appendix, lowercase variables denote logs, except that µjt denotes the markdown in levels.
Let

RL(Kjt, Ljt,Mjt) ≡
∂R(Kjt, Ljt,Mjt)

∂Ljt
, RM (Kjt, Ljt,Mjt) ≡

∂R(Kjt, Ljt,Mjt)

∂Mjt
.

Define
rLjt ≡ logRL(Kjt, Ljt,Mjt), rMjt ≡ logRM (Kjt, Ljt,Mjt).

We write derivatives of these objects with respect to log inputs as

rLℓ,jt ≡
∂rLjt
∂ℓjt

, rLm,jt ≡
∂rLjt
∂mjt

, rMℓ,jt ≡
∂rMjt
∂ℓjt

, rMm,jt ≡
∂rMjt
∂mjt

.

All derivatives below are evaluated at the firm-year observation (j, t), holding predetermined states and
aggregate prices fixed. Since the ex-post wage adjustment term and the transitory productivity shock depend
on ϵjt and not on ηjt, derivatives with respect to ηjt are the same for realized and expected wages, MRPL,
and markdowns. We therefore suppress this distinction when deriving persistent-shock passthrough.

Since wages can be written as the product of the markdown and the marginal revenue product of labor,

Wjt = µjtMRPLjt,

the passthrough of the persistent productivity shock to wages satisfies the identity

εWη,jt ≡
dwjt
dηjt

=
dmrpljt
dηjt

+
d logµjt
dηjt

≡ εMRPL
η,jt + εµη,jt. (33)

This identity is mechanical. The remaining equations characterize the input and markdown channels that
determine the two components on the right-hand side.

First consider the marginal revenue product of labor. The expected MRPL relevant for the firm’s period-t
labor decision is

MRPLjt = RL(Kjt, Ljt,Mjt)e
ωjtE , E ≡ Eϵ[e

ϵjt ].

The realized MRPL differs from MRPLjt by the factor eϵjt/E , which is independent of ηjt. Thus the
passthrough derivative with respect to ηjt is the same for realized and expected MRPL. Since capital is
predetermined in period t, dkjt/dηjt = 0, and therefore

dmrpljt
dηjt

= rLℓ,jt
dℓjt
dηjt

+ rLm,jt
dmjt

dηjt
+ 1. (34)

The first term is the labor-input channel, the second term is the intermediate-input channel, and the final
term is the direct productivity channel. This is the channel decomposition reported in Section 2.3 and used
to interpret the results in Section 5.2.

The materials first-order condition is

RM (Kjt, Ljt,Mjt)e
ωjtE = PMt .
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Taking logs and differentiating with respect to the idiosyncratic persistent shock gives

rMℓ,jt
dℓjt
dηjt

+ rMm,jt
dmjt

dηjt
+ 1 = 0, (35)

because PMt is an aggregate input price and is held fixed with respect to the firm-level shock. Hence

dmjt

dηjt
= − 1

rMm,jt
−
rMℓ,jt

rMm,jt

dℓjt
dηjt

. (36)

Next use the inverse labor supply curve. Suppressing predetermined firm characteristics, amenities, and
market-level objects, write the expected wage as

W jt = Gjt(Ljt).

The firm-level labor supply elasticity is

εLWjt ≡
∂ logLjt

∂ logW jt

.

Therefore,
dwjt
dηjt

=
1

εLWjt

dℓjt
dηjt

. (37)

The same derivative applies to the realized wage because the ex-post adjustment term f c(ϵjt) does not vary
with ηjt.

Let
sµ,jt ≡

d logµjt
dηjt

.

Combining Equations (33), (34), (36), and (37) gives

dℓjt
dηjt

=
χjt + sµ,jt

1
εLWjt

− λjt
, (38)

where

λjt ≡ rLℓ,jt −
rLm,jtr

M
ℓ,jt

rMm,jt
, χjt ≡ 1−

rLm,jt

rMm,jt
. (39)

The object λjt is the effective local slope of the MRPL with respect to labor after allowing materials to adjust
optimally, while χjt is the direct-plus-materials component of MRPL passthrough when labor is fixed.

Substituting Equation (38) back into the MRPL and wage equations gives

dmrpljt
dηjt

= (1− ζjt)χjt − ζjtsµ,jt, (40)

dwjt
dηjt

= (1− ζjt) (χjt + sµ,jt) , (41)
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where
ζjt ≡

λjt

λjt − 1
εLWjt

. (42)

Equations (40) and (41) are the main equations used below. They show that production technology enters
through χjt and ζjt, labor market power enters through εLWjt and the monopsony component of sµ,jt, and
adjustment costs enter through the cost component of sµ,jt.

We next decompose the markdown passthrough term. The expected markdown relevant for employment
decisions can be written as

µjt = µεjtµ
ϕ
jt, µεjt =

εLWjt

1 + εLWjt

, µϕjt = 1 +
Bϕ
jt

MRPLjt
,

where

Bϕ
jt ≡

∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

is the net marginal benefit, or continuation-value, of labor. Since the difference between the realized and
expected markdown depends only on the ex-post shock ϵjt, persistent-shock passthrough to the realized
markdown equals persistent-shock passthrough to the expected markdown. Thus

sµ,jt = sε,jt + sϕ,jt, sε,jt ≡
d logµεjt
dηjt

, sϕ,jt ≡
d logµϕjt
dηjt

. (43)

The monopsony component is

sε,jt =
1

εLWjt(1 + εLWjt)

dεLWjt

dηjt
. (44)

The cost component is

sϕ,jt =

dBϕ
jt

dηjt
−Bϕ

jt
dmrpljt
dηjt

MRPLjt +Bϕ
jt

. (45)

Equivalently, substituting Equation (40) into (45) gives the primitive cost-channel response

sϕ,jt =

dBϕ
jt

dηjt
−Bϕ

jt(1− ζjt)χjt +Bϕ
jtζjtsε,jt

MRPLjt +Bϕ
jt(1− ζjt)

. (46)

Equation (45) shows that the dynamic-cost component of markdown passthrough is negative when the
net marginal benefit of labor rises less than proportionally with the MRPL. Section 6.3 estimates this net
marginal benefit term and decomposes its variation into observed firm states, firm heterogeneity, and residual
measurement error.

It is useful to record the Cobb-Douglas special case because it is used in the benchmark exercises below.
Suppose the revenue production function takes the form

R(K,L,M) = KαKLαLMαM .
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Then

logRL(K,L,M) = logαL + αKk + (αL − 1)ℓ+ αMm,

logRM (K,L,M) = logαM + αKk + αLℓ+ (αM − 1)m.

Let
A ≡ 1− αL − αM , Djt ≡ A+

1− αM

εLWjt

.

Then
χjt =

1

1− αM
, ζjt =

A

Djt
,

and Equations (40) and (41) become

dmrpljt
dηjt

=

1
εLWjt

Djt
− A

Djt
sµ,jt, (47)

dwjt
dηjt

=

1
εLWjt

Djt
+

1−αM

εLWjt

Djt
sµ,jt. (48)

C.2 Model Mechanisms and Sources of Passthrough
To understand how technology, market power and adjustment costs affect the wage passthrough elasticity,
we examine Equations (40), (41), and (43) when one, two, or all three factors are absent from the model. We
organize these into five exercises and derive some predictions related to the passthrough mechanisms in each
case. We test these predictions in the data and estimated model in the main body of the paper, especially
Sections 5 and 5.3.

First exercise: Consider a version of our model where labor markets are perfectly competitive, and adjust-
ment costs and labor market power are absent. In this case, the labor supply elasticity εLW = ∞ and thus
ζ = 1, which implies from Equation (41) that

dw

dη
= 0,

independently of the production technology. The intuition is that in perfectly competitive labor markets,
firms are price takers and adjust inputs in response to idiosyncratic shocks such that their marginal revenue
product of labor equals the market wage. Hence, firms do not pass any persistent idiosyncratic firm-level
shocks to wages.

Second exercise: Suppose that firms in our model face a simple form of monopsonistic competition in labor
markets (as in Lamadon et al., 2022, Kroft et al., 2020, and Card et al., 2018). To isolate the role of this
market imperfection, we assume that firms do not face adjustment costs, firms operate with a simple Cobb-
Douglas revenue production technology, Rjt = KαK

jt L
αL
jt M

αM
jt eνjt (implying constant revenue elasticities

and homogeneous returns to scale), and firms are atomistic and face a log-linear labor supply curve. This
means the labor supply elasticity is a fixed homogeneous parameter regardless of firm size or market share
(εLWjt = εLW ). In this case passthrough to the markdown equals zero, since the labor supply elasticity is
a constant and there is no dynamic cost wedge. The wage passthrough elasticity then equals the MRPL
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passthrough elasticity and can be written as

dw

dη
=

dmrpl

dη
=

1
εLW

1− αM − αL + (1− αM ) 1
εLW

. (49)

Since all the terms are constant across firms, so is the passthrough elasticity. Notice also that the passthrough
increases with the revenue elasticities αM and αL, and thus overall returns to scale, and decreases with the
labor supply elasticity.

Third exercise: Following the previous exercise, we now allow firms to have the flexible revenue production
function from our full model as opposed to Cobb-Douglas. In this case, passthrough to the markdown is still
zero since the labor supply elasticity is constant and there is no dynamic cost wedge. However, passthrough
to the MRPL and wages is no longer a constant. Specifically, we have

dwjt
dηjt

=
dmrpljt
dηjt

= (1− ζjt)χjt =
(rLm,jt − rMm,jt)

1
εLW

rLℓ,jtr
M
m,jt − rLm,jtr

M
ℓ,jt − rMm,jt

1
εLW

. (50)

Note that all terms in the equation above except the labor supply elasticity are indexed by subscript jt. In
this case, passthrough to the MRPL and wages can be heterogeneous due to differences in the production
technology across firms. Passthrough is declining in the labor supply elasticity parameter εLW as before,
but it is unclear how passthrough elasticities differ across firms due to input levels. Intuitively, if larger
firms have higher returns to scale, as we show in Section 5.1, they will adjust inputs more in response
to productivity shocks. Without adjustment costs or endogenous labor supply elasticities, this will likely
translate into higher passthrough elasticities for larger firms. We cannot determine if this is the case without
knowing the production function, but we test this prediction in Section 5 after the model is estimated.55

Fourth exercise: In the first three exercises, we simplified the model elements such that passthrough to
markdowns equals zero. In the fourth exercise we examine the case when firms are still atomistic and face
a log-linear labor supply curve but now face dynamic employment costs with respect to the labor input. We
again assume firms operate with a Cobb-Douglas revenue production function so there is no heterogeneity
in returns to scale or output elasticities. In this case passthrough to the markdown is simply

d logµjt
dηjt

=
d logµϕjt
dηjt

,

and the passthrough to the MRPL can be written as

dmrpljt
dηjt

=

1
εLW

1− αM − αL + (1− αM ) 1
εLW

− 1− αM − αL

1− αM − αL + (1− αM ) 1
εLW

d logµϕjt
dηjt

, (51)

and passthrough to the wage can be written as

dwjt
dηjt

=

1
εLW

1− αM − αL + (1− αM ) 1
εLW

+
(1− αM ) 1

εLW

1− αM − αL + (1− αM ) 1
εLW

d logµϕjt
dηjt

. (52)

55Note that the labor supply elasticity in this simple exercise is a constant. Once the production functions are estimated,
the counterfactual passthrough elasticities in Equation (50) can be fully estimated given a value of the labor supply
elasticity. We estimate the labor supply elasticity in Section 6.1.
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Without endogenous labor market power and heterogeneity in output elasticities across firms, the model
predicts that passthrough to markdowns and passthrough to the MRPL are negatively correlated, while
passthrough to markdowns and passthrough to wages are positively correlated. The coefficients on the
passthrough-to-markdowns terms in Equations (51) and (52) are constants with opposite signs.56 This im-
plies that, in this stripped-down case, if passthrough to wages is declining in firm characteristics such as firm
size because larger firms are more constrained, then passthrough to the MRPL should be increasing with
firm size, and passthrough to markdowns should be increasing in absolute value with size. In Section 5, we
test whether these predicted patterns hold in the data.

Fifth exercise: Lastly, we explore the case when firms are not atomistic in labor markets and the labor
supply elasticity is an endogenous function of firm size or market share, as in Berger et al., 2022, Chan
et al., 2024, and Section 6.1 of this paper. We isolate this mechanism by again assuming firms operate with
a Cobb-Douglas revenue production function and without a dynamic cost wedge. Passthrough to markdowns
in this case is

d logµjt
dηjt

=
d logµεjt
dηjt

.

Similar to the previous exercises, we have that the passthrough to the MRPL and wages are given by

dmrpljt
dηjt

=

1
εLWjt

1− αM − αL + (1− αM ) 1
εLWjt

− 1− αM − αL

1− αM − αL + (1− αM ) 1
εLWjt

d logµεjt
dηjt

, (53)

dwjt
dηjt

=

1
εLWjt

1− αM − αL + (1− αM ) 1
εLWjt

+
(1− αM ) 1

εLWjt

1− αM − αL + (1− αM ) 1
εLWjt

d logµεjt
dηjt

. (54)

If labor supply elasticities are decreasing in firm size or market share, then the passthrough to markdowns
will be negative,

d logµεjt
dηjt

< 0.

Without further assumptions, there are two possible cases. First, if passthrough to wages decreases in
size, then passthrough to MRPL will increase in size and passthrough to markdowns will decrease in size
(increase in absolute value with size). Second, if passthrough to wages increases in size, it is ambiguous
whether passthrough to MRPL and markdowns increase or decrease in size. Additional assumptions on the
labor supply function generate tighter predictions. We now formalize these predictions in a simple logit
benchmark.

C.2.1 A simple logit benchmark with endogenous labor supply elasticities

This benchmark characterizes the case in which firm size generates heterogeneity in passthrough through
endogenous labor supply elasticities alone. The results are useful for interpreting the size gradients discussed
in Sections 5.3 and 6.1, and for clarifying which empirical patterns are and are not implied by a standard
oligopsonistic logit model of labor supply.

To isolate this mechanism, suppose that firms do not face adjustment costs in labor and there is no ex-post
wage adjustment. We work directly with the revenue marginal product of labor, so the benchmark places

56Using the notation in Equation (45), passthrough to the cost component of the markdown is negative when
dBϕ

jt

dηjt
<

Bϕ
jt

dmrpljt
dηjt

. Equivalently, the net marginal benefit of labor rises less than proportionally with the MRPL.
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restrictions on the labor market side while treating the local revenue technology objects as given. Capital
is predetermined and materials are freely adjusted within the period, as in the main model. We consider
passthrough with respect to the persistent productivity shock ηjt, which enters revenue productivity linearly.

On the labor market side, suppose that firm j faces a simple oligopsonistic logit labor supply system such
that the firm-level labor supply elasticity is

εLWjt = θ(1− Sjt), (55)

where Sjt is the firm’s labor market share and θ > 0 is the wage-sensitivity parameter of the logit system.
Hence larger firms face lower labor supply elasticities. Since there are no adjustment costs, the firm’s
markdown is

µjt =
Wjt

MRPLjt
=

εLWjt

1 + εLWjt

. (56)

It is useful to summarize the local technology block by two objects. First, let χjt, defined in Equation (39),
denote the elasticity of the firm’s MRPL with respect to ηjt holding labor and predetermined capital fixed,
after allowing materials to adjust within the period. Second, let

κjt ≡ −λjt > 0 (57)

denote the local curvature of the MRPL schedule with respect to labor, again after allowing materials to
adjust optimally. Thus, locally,

dmrpljt
dηjt

= χjt − κjt
dℓjt
dηjt

. (58)

When materials are flexible, both χjt and κjt are reduced-form objects that incorporate the material-adjustment
channel.

Using the labor supply system in (55), together with the static wage-setting condition Wjt = µjtMRPLjt,
we obtain the following result.

Proposition A1. Suppose that firms face the logit labor supply system in (55), there are no labor adjust-
ment costs, and there is no ex-post wage adjustment. Suppose also that χjt > 0 and κjt > 0. Then the
passthrough elasticities of wages, the MRPL, and the markdown with respect to the persistent shock ηjt are
given by

εWη,jt ≡
d logWjt

dηjt
=

χjt

(
1 + εLWjt

)
(1 + θ) + κjtεLWjt

(
1 + εLWjt

) , (59)

εMRPL
η,jt ≡ d logMRPLjt

dηjt
=

χjt (1 + θ)

(1 + θ) + κjtεLWjt

(
1 + εLWjt

) , (60)

εµη,jt ≡
d logµjt
dηjt

= −
χjt

(
θ − εLWjt

)
(1 + θ) + κjtεLWjt

(
1 + εLWjt

) = − χjtθSjt

(1 + θ) + κjtεLWjt

(
1 + εLWjt

) . (61)

Holding fixed the local technology objects χjt and κjt, passthrough to the MRPL is increasing in firm size
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Sjt, while passthrough to the markdown is decreasing in firm size:

∂εMRPL
η,jt

∂Sjt
> 0,

∂εµη,jt
∂Sjt

< 0. (62)

The sign of wage passthrough with respect to size is, in general, ambiguous and depends on the curvature
term κjt, though for empirically relevant values it is typically decreasing in Sjt.

Proof. Because Ljt = L(Wjt), we have

d logLjt
dηjt

= εLWjt

d logWjt

dηjt
. (63)

Moreover, since MRPLjt depends on ηjt both directly and through labor, Equation (58) implies

d logMRPLjt
dηjt

= χjt − κjtε
L
Wjt

d logWjt

dηjt
. (64)

From (56),
logµjt = log εLWjt − log

(
1 + εLWjt

)
. (65)

Using εLWjt = θ(1 − Sjt), a log wage increase raises the firm’s market share and reduces its labor supply
elasticity according to

d log εLWjt

d logWjt
= −

(
θ − εLWjt

)
. (66)

Therefore
d logµjt
d logWjt

= −
θ − εLWjt

1 + εLWjt

, (67)

and hence
d logMRPLjt

dηjt
=

d logWjt

dηjt
− d logµjt

dηjt
=

1 + θ

1 + εLWjt

d logWjt

dηjt
. (68)

Equating (64) and (68) and solving for d logWjt/dηjt gives (59). Substituting this back into (68) gives (60),
and (61) follows from εµη,jt = εWη,jt − εMRPL

η,jt . Finally, since εLWjt = θ(1 − Sjt), larger firms have lower
labor supply elasticities. Differentiating (60) and (61) with respect to Sjt yields the sign results in (62). □

The proposition clarifies a simple but important distinction between the wage, MRPL, and markdown chan-
nels. A positive productivity shock raises the firm’s desired labor input. Small firms face relatively elastic
labor supply, so a wage increase generates a large increase in employment. Under decreasing returns, that
employment expansion pushes down the MRPL through the labor channel in Equation (34), dampening
passthrough to the MRPL. By contrast, large firms face relatively inelastic labor supply, adjust employment
less, and therefore experience a smaller decline in marginal product from the labor channel. Holding the
technology block fixed, passthrough to the MRPL is thus increasing in firm size.

At the same time, a positive productivity shock raises the firm’s market share. Under logit labor supply,
this reduces the labor supply elasticity faced by the firm, thereby widening the markdown. This force is
stronger for larger firms because θ − εLWjt = θSjt is increasing in firm size. Consequently, passthrough to
the markdown, εµη,jt, is more negative for larger firms.

It is useful to emphasize that Proposition A1 is a partial result: it holds conditional on the local technology
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terms χjt and κjt. In the full model, these objects may themselves vary systematically with firm size
because larger firms differ in returns to scale, output elasticities, and adjustment costs. For this reason,
the unconditional relationship between firm size and passthrough in the data need not coincide with the
conditional size gradients implied by the simple logit benchmark.

Extension to the nested-logit labor supply model. The simple logit benchmark above has a direct analogue
in the nested-logit labor supply model estimated in Section 6.1. Let

sgt ≡
∑
k∈g

skt, sjgt ≡
sjt
sgt
,

denote the total effective-labor share of market g and firm j’s within-market share, respectively. Let

ϑjt ≡
∂fu(Wjt)

∂ logWjt

denote the local wage-sensitivity of utility. The nested-logit labor supply elasticity from Section 6.1 can be
written as

εLWjt = ϑjt [σcz + (1− σcz)sjgt − sjt] = ϑjt [σcz(1− sjgt) + sjgt(1− sgt)] . (69)

Thus, holding ϑjt fixed, the labor supply elasticity is decreasing in both the firm’s within-market share and
the market’s inside share. The simple logit case above corresponds to the special case σcz = 1, in which the
bracketed term becomes 1− sjt.

The key object for passthrough is the own-wage semi-elasticity of the labor supply elasticity,

ΩNLjt ≡ −
d log εLWjt

d logWjt
. (70)

When ϑjt is locally constant, the nested-logit structure implies

ΩNLjt =
ϑjt

[
σcz(σcz − 1 + sgt)sjgt(1− sjgt) + sgts

2
jgt(1− sgt)

]
σcz(1− sjgt) + sjgt(1− sgt)

. (71)

If fu(·) is nonlinear in log wages, as in the quadratic specification estimated in Section 6.1, then Equation
(71) is augmented by the local curvature term

− ∂ log ϑjt
∂ logWjt

.

The linear-in-log-wage specification sets this term equal to zero.

Using the same local technology block as in Proposition A1,

dmrpljt
dηjt

= χjt − κjt
dℓjt
dηjt

,

and using
d logµεjt
d logWjt

= −
ΩNLjt

1 + εLWjt

,
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the passthrough elasticities in the nested-logit benchmark are

εWη,jt =
χjt(1 + εLWjt)

(1 + εLWjt)(1 + κjtεLWjt) + ΩNLjt
, (72)

εMRPL
η,jt =

χjt(1 + εLWjt +ΩNLjt )

(1 + εLWjt)(1 + κjtεLWjt) + ΩNLjt
, (73)

and

εµη,jt = −
χjtΩ

NL
jt

(1 + εLWjt)(1 + κjtεLWjt) + ΩNLjt
. (74)

These expressions nest Proposition A1. When σcz = 1 and ϑjt = θ, we have εLWjt = θ(1 − sjt) and
ΩNLjt = θsjt, which gives the simple logit formulas.

The nested-logit benchmark therefore delivers the same qualitative mechanism as the simple logit bench-
mark. Larger firms face lower labor supply elasticities, so their labor input responds less to a positive
productivity shock. This raises passthrough to the MRPL by weakening the negative labor-input channel.
At the same time, a positive wage increase reduces the labor supply elasticity and widens the markdown,
generating negative passthrough to the markdown. Over the range in which ΩNLjt is increasing in firm size,
passthrough to the MRPL is increasing in size and passthrough to the markdown is more negative in size,
exactly as in Proposition A1.

This last qualification reflects the additional share structure in the nested-logit model. When a firm nearly
exhausts its nest, the remaining within-market substitution margin is mechanically small, so ΩNLjt can flatten
or become non-monotone. The relevant benchmark for Section 5.3, however, is the local region in which
larger firms face lower labor supply elasticities and stronger endogenous movements in those elasticities.
In this region, the static nested-logit model predicts that passthrough to MRPL and markdowns should
increase in absolute value with firm size. This is the opposite of the empirical pattern in Section 5.3, where
passthrough to MRPL and markdowns moves toward the fully constrained benchmark as firm size rises.

Cobb-Douglas example. If the revenue production function is Cobb-Douglas,

R(K,L,M) = KαKLαLMαM ,

with materials freely adjusted within the period, then the local technology terms become

χjt =
1

1− αM
, κjt =

1− αL − αM
1− αM

,

so that

εWη,jt =

1
1−αM

(
1 + εLWjt

)
(1 + θ) + 1−αL−αM

1−αM
εLWjt

(
1 + εLWjt

) , (75)

εMRPL
η,jt =

1
1−αM

(1 + θ)

(1 + θ) + 1−αL−αM
1−αM

εLWjt

(
1 + εLWjt

) , (76)

εµη,jt = −
1

1−αM
θSjt

(1 + θ) + 1−αL−αM
1−αM

εLWjt

(
1 + εLWjt

) . (77)
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Figure A.2: COUNTERFACTUAL PASSTHROUGH BY FIRM SIZE
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(b) Markdowns and MRPL
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Note: This figure shows the passthrough to firm-level markdowns, MRPL, and wages in the static logit benchmark of the fifth exercise. Firms have
Cobb-Douglas revenue production functions, do not face adjustment costs, and compete oligopsonistically in a simple logit labor supply system.

These expressions make clear that the materials channel amplifies passthrough to the MRPL through the
factor 1/(1−αM ), while endogenous labor supply elasticities generate negative passthrough to markdowns
through firm size Sjt.

We evaluate this exercise by calibrating a version of our model with a Cobb-Douglas revenue production
function, no adjustment costs, and a simple logit model of labor supply with oligopsonistic competition be-
tween firms in the labor market. We set the Cobb-Douglas elasticities to the mean of our empirical elastici-
ties, and set the labor supply elasticity parameter in the logit model to match the mean empirical markdown.
Figure A.2 shows that in this setting, the relationship between passthrough and firm size corresponds to the
first case above. Panel (a) shows that passthrough to wages declines in firm size when the only mechanism
at work is a simple oligopsonistic model of labor supply and competition. Similarly, as predicted, in the
model with only endogenous market power, passthrough to the MRPL and markdowns are both increasing
in size and market share.

C.3 Empirical Tests of Passthrough Mechanisms
The model implies that heterogeneity in passthrough can arise from three distinct sources: production tech-
nology, labor market power, and dynamic employment frictions. We derive these mechanisms analytically
in Appendix C.2 above. We now ask whether the estimated firm-level passthrough elasticities vary with
empirical counterparts of these mechanisms in the way predicted by the model.

For each firm-year passthrough elasticity

εxη,jt, x ∈ {W,µ,MRPL},
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we estimate regressions of the form

εxη,jt = αx + βxzj,t−1 +X ′
j,t−1Γ

x + δxj + τxt + uxjt,

where zj,t−1 is the lagged firm characteristic reported in each row of results in Table A.2. The control vector
Xj,t−1 includes lagged persistent productivity (ωj,t−1), log firm size, log capital, and firm age. When the
source of variation is at the firm level, we also include firm fixed effects. For market concentration and labor
churn, which are measured at the industry or market level, firm fixed effects absorb most of the relevant
variation; for these rows we therefore report the controlled specifications without firm fixed effects. The
main exercise here is to test if the predictions and mechanisms in the model line up with our estimates from
the data.

A useful feature of Table A.2 is that since

wjt = mrpljt + log µjt,

the wage passthrough elasticity satisfies

εWη,jt = εMRPL
η,jt + εµη,jt.

The same adding-up logic applies to the coefficients in each row of the table, thus the table decomposes
each passthrough gradient into an MRPL channel and a markdown channel. This is important because many
firm characteristics have only modest associations with wage passthrough, while having large and offsetting
associations with MRPL and markdown passthrough.

Table A.2: PASSTHROUGH MECHANISMS

Univariate regressions Controlled regressions

Regressor εWη εµη εMRPL
η εWη εµη εMRPL

η

Production technology
εYM -0.193 -0.732 0.540 0.059 -1.043 1.102

(0.002) (0.005) (0.006) (0.003) (0.009) (0.009)
εYL -0.075 1.651 -1.726 -0.110 1.896 -2.006

(0.002) (0.006) (0.007) (0.003) (0.010) (0.010)
Market structure

Market share -0.245 -0.009 -0.236 -0.102 -0.161 0.058
(0.001) (0.004) (0.004) (0.001) (0.005) (0.004)

Market concentration -0.300 0.346 -0.646 -0.046 -0.174 0.127
(0.003) (0.010) (0.011) (0.002) (0.009) (0.009)

Adjustment costs
Mean tenure -0.077 0.139 -0.215 -0.095 0.031 -0.126

(0.000) (0.001) (0.002) (0.001) (0.002) (0.002)
Labor churn 0.363 -1.431 1.794 0.255 -1.318 1.573

(0.003) (0.008) (0.009) (0.002) (0.008) (0.008)

Note: Table A.2 reports firm-level panel regressions of passthrough elasticities on lagged firm characteristics. Controlled regressions include
lagged persistent productivity, ωjt−1, log firm size, log capital, firm age, and firm fixed effects. Firm fixed effects are excluded from the market-
concentration and labor-churn regressions because these variables are measured at the industry-market level and are largely absorbed by firm
fixed effects.

We begin with production technology. The model implies that productivity shocks affect the MRPL through
a direct productivity channel, an intermediate-input channel, and a labor-input channel. Firms with higher
materials output elasticities should have a stronger intermediate-input channel: when a persistent productiv-
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ity shock arrives, materials can adjust quickly, and if materials are complementary with labor, this raises the
marginal product of labor. Consistent with this mechanism, the controlled regressions show that a higher
lagged materials output elasticity is associated with substantially higher passthrough to MRPL: the coeffi-
cient in column (6) is 1.102. At the same time, the coefficient on markdown passthrough is −1.043, implying
that most of the larger MRPL response is absorbed by a widening markdown rather than by a one-for-one
increase in wages. The resulting coefficient on wage passthrough is positive but much smaller, 0.059. Thus
materials-intensive technologies amplify the response of marginal products to productivity shocks, but this
amplification mostly shows up as a larger movement in the wage–MRPL gap.

The labor output elasticity has the opposite pattern. In the controlled regressions, a higher lagged labor
output elasticity is associated with lower wage passthrough, lower MRPL passthrough, and less negative
markdown passthrough. The coefficients are −0.110, −2.006, and 1.896, respectively. This pattern is
informative. Firms whose production is more labor-intensive are more exposed to the input that is costly
to adjust. In these firms, a productivity shock is less easily translated into a large flexible-input response
that raises the MRPL. Instead, the MRPL response is dampened and the markdown response moves in the
opposite direction. Equivalently, the table shows that the technology margin is not just about returns to scale
in the abstract; it is about which input margin absorbs the shock. Materials are flexible and amplify MRPL
movements. Labor is dynamic and constrained, so labor-intensive technologies are associated with smaller
MRPL and wage responses.

The next two rows examine labor market power. Here our measures of market power are the (firm-time) labor
market share and an industry-level market concentration measure which we construct as the Herfindahl-
Hirschman Index of firm shares of the total labor cost (wages plus pension contributions) within a 4-digit
industry in a given year. Firms with higher employment shares, or which operate in industries which are
more concentrated in terms of labor costs, are more likely to operate with greater market power and face
lower labor supply elasticities. Following a positive productivity shock, such firms need not raise wages as
much to attract additional labor, so wage passthrough should be lower and markdowns should widen more.
The controlled regressions are consistent with this prediction. Higher market share is associated with lower
wage passthrough (−0.102), more negative markdown passthrough (−0.161), and slightly higher MRPL
passthrough (0.058). Market concentration yields the same qualitative pattern: the coefficients are −0.046,
−0.174, and 0.127. The positive MRPL coefficient is also consistent with monopsony. If firms with greater
market power expand employment less in response to a productivity shock, the negative labor-channel effect
on MRPL is weaker, preserving more of the direct and materials-induced increase in marginal product.

The comparison between the univariate and controlled specifications is important. In the raw regressions, the
market-power proxies are strongly correlated with firm size, technology, and persistent firm type. As a result,
the unconditional relationships do not always have the signs implied by the pure monopsony mechanism,
especially for MRPL and markdown passthrough. Once we condition on productivity, size, capital, firm
age, and fixed effects where feasible, the signs line up with the model. We interpret this as evidence that the
monopsony channel is present, but is confounded in the raw data by technology and dynamic adjustment
forces.

The final two rows examine adjustment frictions. Mean tenure and labor churn are not direct measures
of adjustment costs, but they are natural proxies for the degree to which employment is costly to adjust.
Firms with more tenured workforces may face higher firing, replacement, training, or organizational costs.
Firms in low-churn labor markets may face greater difficulty replacing workers or expanding employment
after a shock. The model predicts that as firms become more constrained, wage passthrough should move
toward zero, MRPL passthrough should move toward one, and markdown passthrough should move toward
−1. Since the average MRPL passthrough in the data is above one and the average markdown passthrough
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is below −1, moving toward the constrained benchmark means smaller absolute responses of MRPL and
markdowns.

The tenure results are consistent with this prediction. In the controlled specification, higher mean tenure is
associated with lower wage passthrough (−0.095), lower MRPL passthrough (−0.126), and slightly less
negative markdown passthrough (0.031). The main effect of tenure therefore operates through the MRPL
channel: firms with more embedded workforces have smaller marginal-product responses to productivity
shocks, consistent with more limited adjustment of the labor input. The markdown coefficient is small but
has the expected sign, moving the markdown response toward the constrained benchmark.

Labor churn provides a complementary market-level test. Because higher churn means a more fluid labor
market, it should be associated with fewer adjustment constraints. The coefficients have exactly this interpre-
tation. Higher labor churn is associated with higher wage passthrough (0.255), higher MRPL passthrough
(1.573), and more negative markdown passthrough (−1.318). Equivalently, firms in lower-churn labor mar-
kets have lower wage passthrough, lower MRPL passthrough, and markdown passthrough closer to −1.
Low-churn markets therefore look more constrained in precisely the way predicted by the dynamic model.

C.4 Linear and Employment-Weighted Passthrough Estimates
In this section we present results from a linear passthrough estimation approach which allows us to examine
asymmetry in passthrough from positive and negative shocks. This is similar to the approach described in
Chan et al. (2026), except here we estimate passthrough at the firm level and decompose the passthrough
elasticity into passthrough to the MRPL versus passthrough to the markdown. To estimate passthrough we
use a first degree approximation of equation 15 in changes:

∆wjt = α+ βηηjt + βϵϵjt +XjtΓ + φijt, (78)

where Xjt includes logs of {Kjt, Z̄jt, Z̃jt−1, Ljt−1, ωjt−1, wjt−1} as well as firm and time fixed effects,
and controls for unobserved labor supply shifters as described in Section 4.2. φijt is measurement error.
The estimates of βη and βϵ then give us the average elasticity of passthrough from TFP shocks to wages.
We do this primarily to compare our approach with other estimates in the literature which typically also
obtain a scalar estimate for the average passthrough elasticity (for example, Garin and Silverio, 2022 and
Juhn et al., 2018). We also use this specification to estimate average passthrough from changes in total TFP
by replacing the βηηjt+βϵϵjt terms with βν∆νjt. Finally, we interact all productivity terms with indicators
for negative shocks, allowing us to separately identify passthrough from positive vs negative shocks.

Table A.3 displays our baseline results for average passthrough. We first estimate a version of equation 78
where we replace the ηjt and ϵjt terms with ∆νjt to estimate the passthrough of total changes in firm-level
productivity. Column 1 shows the average passthrough from changes in total TFP, ∆νjt, whereas column
2 shows the passthrough elasticity for positive and negative changes in total TFP. We find that on average,
firms pass 32.0% of total TFP changes to workers’ (ability adjusted) hourly wages. The effect of a positive
TFP change on wages is higher than the effect of a negative change, with firms passing 39.7% of positive
changes in TFP to wages, but only a 25.4% of negative to wages, suggesting that firms provide some degree
of insurance against negative shocks to their workers. Columns 3 and 4 show the results from estimating
equation 78 for shocks to the persistent and transitory components of productivity, ηjt and ϵjt. We find that
on average, firms pass 37.8% of persistent shocks to wages and 28.9% of transitory shocks. This also hides
significant asymmetry in the passthrough. The passthrough from persistent shocks is positively asymmetric,
comparing 42.0% from a positive shock to 31.8% passthrough from negative shocks. This is consistent
with the adjustment cost mechanism in our model, which implies that the passthrough will be positively
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asymmetric. In contrast, the passthrough of transitory productivity shocks, ϵjt, is negatively asymmetric on
average, with an estimate of 26.1% for positive and 31.4% for negative shocks. This suggests that the ex-post
wage adjustment function is concave in the transitory shock, with firms being more able to temporarily set
wages below their expected value in the face of a low transitory shock than temporarily increase wages above
expectations when receiving a better-than-expected shock. These passthrough estimates are consistent with
the non-parametric estimates presented in Section 5 but are significantly larger than most previous estimates
using firm-level wages and value-added or output shocks. In a recent review, Card et al. (2018) report
that the average elasticities estimated by such papers range from 0.02 to 0.29. This is compared to the
average passthrough of 0.38 we find from persistent shocks. Part of this difference is due to our estimates
being at the firm rather than worker level, unlike much of the literature. We report employment-weighted
passthrough estimates in Appendix Table A.4. We discuss other reasons why the rest of the literature finds
lower estimates in Appendix C.5.

Table A.3: PASSTHROUGH FROM TFP TO WAGES

∆ logWjt ∆ logMRPLjt ∆ logµjt

∆νjt ηjt, ϵjt ηjt, ϵjt ηjt, ϵjt

Regressor Level Pos./neg. Level Pos./neg. Level Pos./neg. Level Pos./neg.
(1) (2) (3) (4) (5) (6) (7) (8)

∆νjt 0.320
(0.002)

∆νjt > 0 0.397
(0.004)

∆νjt < 0 0.254
(0.004)

ηjt 0.378 2.106 -1.728
(0.006) (0.006) (0.009)

ηjt > 0 0.420 2.277 -1.858
(0.011) (0.010) (0.015)

ηjt < 0 0.318 1.950 -1.632
(0.011) (0.010) (0.014)

ϵjt 0.289 0.965 -0.677
(0.003) (0.003) (0.004)

ϵjt > 0 0.261 0.958 -0.697
(0.004) (0.003) (0.005)

ϵjt < 0 0.314 0.970 -0.656
(0.004) (0.003) (0.005)

R2 0.240 0.241 0.241 0.241 0.477 0.478 0.297 0.297
Observations 374,000

Note: Table A.3 reports coefficients from firm-level panel regressions. Each regression includes year and industry fixed effects and controls for
firm age, firm size, and workforce characteristics, including average tenure, average estimated ability, and the share of white-collar workers. The
number of observations is rounded to the nearest thousand.

We then decompose passthrough into its two components: the passthrough to the firm’s marginal revenue
product of labor (MRPL) and the passthrough to markdowns. We obtain the average passthrough to each by
running exactly the same regression as for passthrough to wages, but replacing the dependent variable with
changes in (log) MRPL and markdowns. The results are shown in columns 5-8 of Table A.3. We find that a
1% increase in persistent productivity leads to a 2.11% increase in the MRPL (a passthrough rate of 211%).
This means that the third term in equation 8 is positive and greater than one, suggesting that the MRPL
is increasing in materials, that material demand is very elastic to persistent productivity shocks (consistent
with our model assumption that Mjt is a flexible input which does not face adjustment costs), and that this
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Table A.4: EMPLOYMENT-WEIGHTED PASSTHROUGH FROM TFP TO WAGES

∆ logWjt ∆ logMRPLjt ∆ logµjt

Regressor Level Level Pos./neg. Level Pos./neg. Level Pos./neg.
(1) (2) (3) (4) (5) (6) (7)

∆νjt 0.111
(0.001)

ηjt 0.131 1.260 -1.129
(0.003) (0.005) (0.006)

ηjt > 0 0.106 1.194 -1.088
(0.005) (0.008) (0.009)

ηjt < 0 0.173 1.333 -1.160
(0.005) (0.009) (0.010)

ϵjt 0.110 0.880 -0.771
(0.002) (0.003) (0.003)

ϵjt > 0 0.132 0.862 -0.730
(0.002) (0.003) (0.004)

ϵjt < 0 0.092 0.891 -0.800
(0.002) (0.003) (0.004)

R2 0.165 0.166 0.167 0.316 0.317 0.245 0.246
Observations 368,000

Note: Table A.4 reports coefficients from firm-level panel regressions. Each regression includes year and industry fixed effects and controls
for firm age, firm size, firm employment share in the labor market, and workforce characteristics including average tenure, average estimated
ability, and the share of white-collar workers. Labor markets are defined as 4-digit industry-by-municipality cells. Regressions are weighted by
employment at the end of period t. The number of observations is rounded to the nearest thousand.

increase in the marginal product of labor due to increasing material inputs more than compensates for the
negative effect of the increase in the demand for labor on its marginal product.

Column 7 shows that the passthrough of ηjt to markdowns is negative, as predicted, and also very high.
A 1% increase in persistent productivity leads to a 1.73% decrease (widening) of the firm’s markdown.
This is due to a combination of a decreasing labor supply elasticity (as firms move up their labor supply
curve), and an increase in the cost of employing those workers relative to the expected future gains from
their employment. Note that the relationship between wages, markdowns and the MRPL imply that column
3 is the sum of columns 5 and 7, and likewise for 4, 6 and 8.

Firms do not adjust their input choices after a transitory shock ϵjt by assumption, so the passthrough from
transitory shocks have different implications relative to persistent shocks. In fact, the passthrough of ϵjt to
the MRPL is always equal to 1 through the lens of our model, while the passthrough to markdowns is equal
to

d logµjt
dϵjt

=
∂

∂ϵjt
log f c(ϵjt)− 1. (79)

This indicates that the passthrough to markdowns from transitory shocks is entirely determined by the nature
of the bonus function. In the data we find a passthrough from ϵjt to the MRPL of 0.97 (column 5), which is
very close to our model prediction. Passthrough to the MRPL is also symmetric, with positive and negative
ϵjt shocks having a similar effect on the MRPL, which is consistent with our model. We conclude that the
negative asymmetry of the wage passthrough result is due entirely to the asymmetric passthrough of transi-
tory shocks to markdowns. Here, we find an average passthrough of -0.68, with positive shocks decreasing
(widening) the markdown by 0.70 and negative shocks increasing (narrowing) the markdown by 0.66. These
results provide insights about the shape of f c(ϵjt). From equation 79 we know that ∂ log f

c

∂ϵjt
= 0.32, or 0.3
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for positive shocks and 0.34 for negative shocks, implying that f c(ϵjt) is concave. This is consistent with
our direct estimates of f c(ϵjt) in Appendix D.1. Firms tend to reduce wages below expectations more after
a low ex-post shock than increase them after a high ex-post shock.

C.5 Passthrough Across Different Definitions of TFP
A key contribution of this paper is to model how firms set wages in response to changes in their fundamental
productivity, and to show how these productivity shocks can be identified in the data separately from vari-
ation in endogenous firm inputs and worker ability. This is in contrast to the bulk of the literature on rent
sharing and passthrough of firm shocks to wages, which generally proxies firm shocks using value-added
or profits per worker or other similar measures of firm performance.57 Because these measures of firm
performance are themselves endogenous functions of the underlying productivity process, as well as the
passthrough mechanisms we’ve discussed so far, measuring their correlation with wages may result in mis-
leading estimates of passthrough and income risk even if the research design includes successful corrections
for omitted variable bias (as in Kline et al. (2019) or other papers which use instruments for firm shocks).
Similarly, measuring firm performance using structural measures of productivity without controlling for
unobserved variation in labor quality may also result in biased estimates of the passthrough elasticity, as
changes in productivity will be conflated with endogenous changes in average labor quality at the firm.

To assess how our measure differs from and contributes to the existing literature, we run variations of
our baseline log-linear regression using several alternative measures of firm performance and show the
results in Table A.5. Here we work with a slightly reduced sample so that our different regressions are
directly comparable. The first two columns are the average passthrough from νjt and ηjt estimated using
the reduced sample. They are essentially unchanged from the baseline results in section 5. To show the
importance of controlling for unobserved labor quality, we estimate a measure of productivity (νLjt) using
the same procedure as described in section 4 with the only difference being that the labor input is set to the
total number of hours of labor without weighting by ability, i.e.: Ljt = Hjt. We find that failing to correct
for worker ability (shown in the third column) biases our passthrough elasticity up to almost double the
baseline result (0.522 vs 0.313).58 The reason for this bias is intuitive. Consider the following regression:

∆E[AjtWjt] = β∆νLjt + X̄jtΓ + φjt(Ajt).

Without controlling for unobserved ability, our left-hand side variable is the mean wage within the firm, or
E[AitWjt]. This will be correlated both with νLjt and with unobserved ability, which is now also present in
the residual on the right-hand side. This leads to omitted variable bias, where changes in productivity are
positively correlated with unobserved ability, both of which are positively correlated with the mean wage.

We then evaluate the importance of using an structural measure of firm productivity rather than value-added
when studying passthrough. To do this, we replace the measure of productivity with changes in value
added per worker (other variables are unchanged from the baseline) in column 4, and in MRPL in col-

57The most common method, used by papers such as Guiso et al. (2005), Fagereng et al. (2017), Juhn et al. (2018), Card
et al. (2018), and Friedrich et al. (2019) is to use a (sometimes residualized) measure of value-added or value-added
per worker. Similarly, Berger et al. (2022) consider value-added per worker shocks when they measure passthrough in
their structural model.

58Specifically, the third column uses the uncorrected measure of productivity νLjt instead of νjt, and uses the mean
individual hourly wage at the firm as our measure of the wage instead of the ability price we recover from our two-
sided fixed effect model. In this alternate regression we additionally exclude the measure of average worker ability
from Z̃jt−1.
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Table A.5: PASSTHROUGH ACROSS DIFFERENT DEFINITIONS OF TFP

Baseline Baseline TFP Value added Value added MRPL MRPL
∆νjt ηjt ∆νLjt ∆νV A

jt ∆νV A
jt ∆mrpljt ∆mrpljt

(1) (2) (3) (4) (5) (6) (7)

Coefficient 0.313 0.369 0.522 0.066 0.126 0.191 0.139
(0.002) (0.006) (0.002) (0.001) (0.001) (0.002) (0.004)

R2 0.235 0.236 0.305 0.211 0.239 0.216 0.213
Ability-adjusted wage Yes Yes No Yes No Yes Yes
2SLS No No No No No No Yes
Observations 368,000

Note: Table A.5 reports coefficients from firm-level panel regressions using alternative measures of firm shocks. The row “Ability-adjusted
wage” indicates whether the dependent variable is ∆wjt (“Yes”) or the change in mean hourly wages without ability adjustment (“No”). The
row “2SLS” indicates whether the shock variable is instrumented by ηjt. Each regression includes year and industry fixed effects and controls
for firm age, firm size, and workforce characteristics, including average tenure, average estimated ability, and the share of white-collar workers.
The number of observations is rounded to the nearest thousand.

umn 6.59 The results show that using endogenous measures of firm performance drastically under-estimates
true passthrough from productivity to wages. This is because firms adjust labor and material inputs in
response to productivity shocks, which changes the MRPL (and value added per worker). When one esti-
mates the passthrough from the MRPL to wages, this endogenous response is missed. Indeed, we can write
passthrough from the MRPL as εWMRPL = εWη /ε

MRPL
η . Because the change in MRPL is much greater than

the underlying change in productivity (our estimated average passthrough to the MRPL above is 2.1), the
responsiveness of wages to the MRPL will be much smaller than the true responsiveness of wages to the un-
derlying productivity shock. Since productivity and the MRPL are positively correlated, using instruments
for the MRPL to correct for unobserved productivity will actually decrease the passthrough estimates fur-
ther. We show this in column 7 of Table A.5, where we run the same regression as column 6, but instrument
the change in log MRPL with ηjt, our “true” measure of the exogenous change in productivity. As expected,
average passthrough declines from 0.19 to 0.14.

Lastly we repeat the previous exercises by removing both the ability-adjusted wage and using value added
per-worker instead of TFP shocks, and the results are shown in column 5. Confirming our intuition about
the direction of the biases, the average passthrough elasticity from value-added to the mean wage is 0.126,
which is biased up relative to the exercise with value-added and ability-adjusted wages, and biased down
relative to our estimates with structural measures of productivity. This specification is most closely related
to the measures of passthrough in much of the literature, and the estimate we get from this specification
is quite close to what these other papers find (see Card et al. (2018)). This emphasizes the importance of
correcting both for the endogeneity of firm inputs, and unobserved labor quality, when estimating the link
between wage setting and firm shocks.

C.6 Passthrough of Aggregate Shocks
We examine how passthrough differs for aggregate vs idiosyncratic shocks, by constructing measures of
annual economy-wide shocks, industry-level shocks, and idiosyncratic shocks following Carlsson et al.
(2015) and estimating passthrough from each. In particular, we project ηjt onto a set of year indicator
variables, which gives us the average annual persistent change in productivity. We then take the residuals

59Note that in a model with a log-linear production function (such as a Cobb-Douglas), the MRPL and value-
added/output/revenue per worker (depending on how output is defined) are equivalent up to a constant, while in our
flexible framework this will generally not be true.
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from this procedure and project them on a full set of industry-year indicator variables, providing industry-
level productivity shocks. The residuals from this last procedure are purely idiosyncratic firm-level shocks
to productivity. We estimate passthrough to wages, markdowns and the MRPL for each and present the
results in Table A.6. Passthrough from the residualized idiosyncratic component of ηjt is similar to our
baseline results. Passthrough of industry-level shocks is very small, at 0.07. This is due to passthrough to
markdowns and the MRPL both being almost exactly 1 in absolute value and much smaller than passthrough
of idiosyncratic shocks.

Intuitively, while individual firms face elastic short run material supply curves, this curve is much less elastic
at the industry level. This leads the labor and materials channels to cancel each other out in passthrough to
the MRPL (equation 8), leaving only the direct effect. Passthrough to the markdown is also smaller because,
while increased industry productivity increases relative industry employment, this effect is weaker than
the within-industry effect, suggesting that firm-level labor supply elasticities are higher than industry-level
elasticities. At the aggregate (national) level, passthrough to the MRPL is slightly greater than 1, and there
is no passthrough of aggregate shocks to firm-level markdowns. This likely reflects that the national-level
labor supply curve is almost perfectly inelastic in the short run, so aggregate shocks affect the labor channel
even less than the materials channel in passthrough to the MRPL. Similarly, since an aggregate shock does
not change relative market shares in the short run, we see no passthrough to markdowns. These results
suggest that market power plays a significant role in driving passthrough from idiosyncratic shocks, but not
aggregate shocks

Table A.6: PASSTHROUGH OF IDIOSYNCRATIC AND AGGREGATE SHOCKS

Shock ∆wjt ∆mrpljt ∆ logµjt

(1) (2) (3)

Idiosyncratic shocks 0.425 2.256 -1.731
(0.007) (0.006) (0.009)

Industry shocks 0.074 1.071 -0.997
(0.020) (0.018) (0.027)

Aggregate shocks 1.175 1.140 0.035
(0.047) (0.043) (0.064)

R2 0.235 0.470 0.285
Observations 374,000

Note: Table A.6 reports passthrough elasticities of wages, MRPL, and markdowns with respect to idiosyn-
cratic, industry-level, and aggregate shocks. All specifications include the baseline controls. The number
of observations is rounded to the nearest thousand.

D Additional Estimation Details and Results

D.1 Ex-post Wage Adjustment Function Estimation
To construct our markdown term free of the ex-post shock in section 5.1, we estimate the ex-post wage
adjustment function f c(ϵjt) non-parametrically using a complete polynomial series. Specifically we directly
estimate the firm level wages wjt as a second degree polynomial function of the transitory shock ϵjt. Since
the transitory shocks are not correlated with the firm’s information set in period t, this is equivalent to
estimating the residualized wages (the part that does not depend on firms input choices and persistent TFP,
i.e. f c(ϵjt)) on a polynomial of transitory shocks. Table A.7 shows the estimation results. The first column
shows the coefficient on ϵjt and the second column shows the coefficient on ϵ2jt, so f c is increasing and
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concave in ϵjt. On column 3 and 4, we show the mean and standard deviation of f c(ϵjt). We try several
other specifications for f c, including more flexible polynomials and specifications with interactions for
positive and negative shocks. The results remain largely unaffected. We can then construct the expected
wage, W jt, the expected MRPL, MRPLjt, and the expected markdown, µjt. We report the distributions of
these variables (in logs) along with ϵjt and f c(ϵjt) in Table A.8.

Table A.7: ESTIMATION OF FUNCTION f c(ϵjt)

Coeff. on ϵjt Coeff. on ϵ2jt Mean of f c(ϵjt) Std. Dev. of f c(ϵjt)

0.396 -0.323 0.990 0.109

Note: Table A.7 reports the estimated coefficients of the ex-post shock function. The first two columns report
coefficients from the quadratic approximation to fc(ϵjt). The last two columns report moments of the implied
distribution of fc(ϵjt); the mean corresponds to Ec.

Table A.8: EX-POST SHOCKS AND EXPECTED VALUES

Statistic wjt mrpljt µjt ϵjt f c(ϵjt) log f c(ϵjt)

Mean 6.60 6.86 0.81 -0.01 0.99 -0.02
Std. Dev. 0.25 0.23 0.27 0.19 0.11 0.11

p10 6.30 6.58 0.54 -0.21 0.87 -0.14
p25 6.47 6.75 0.65 -0.11 0.93 -0.07
p50 6.62 6.88 0.77 -0.02 0.99 -0.01
p75 6.75 6.99 0.92 0.08 1.05 0.05
p90 6.88 7.09 1.10 0.21 1.12 0.12
p99 7.25 7.42 1.83 0.57 1.29 0.25

Observations 374,000

Note: Table A.8 reports moments of the ex-ante expected firm wage, MRPL and markdown, along with the ex-post shock and wage
adjustment function. Expected wages and MRPL are in logs, while expected markdowns are in levels. The number of observations is
rounded to the nearest thousand. Percentiles are calculated as the mean of adjacent milliles.

D.2 Alternate Labor Supply Elasticity Estimation
To complement the structural model of labor supply we pose and estimated in Section 6.1, here we leverage
the structure and timing assumptions of our model to directly estimate a reduced form model of labor supply
responses to wages using a natural set of demand shifters as instruments, similar to our baseline approach.
Specifically we estimate the following model equation:

Ljt = L(W jt, Zjt) (80)

Similar to our passthrough estimates, we estimate equation 80 in two ways. First we use a log-linear form
to approximate the supply function, where we regress the firm’s labor input in logs ℓjt on logs of the ability
price wjt, components of Zjt as above, and a set of time indicators. We do this both using OLS and 2SLS.
Our instruments are exogenous variables which shift firm-level demand for labor – namely ηjt and ωjt−1.
The implicit assumption is that the demand shifters (in this case, idiosyncratic persistent productivity shocks
and lagged levels) are not correlated with unobserved supply shifters, and therefore shift the demand curve
alone – allowing us to trace out the supply curve with observed changes in wages and labor inputs. This
gives us a single estimate of the average labor supply elasticity for our firms. Our second approach is
to approximate the supply curve with a complete second-degree polynomial in (log) wages and Zjt. We
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also do this using OLS and an IV approach. For the latter, we first predict each endogenous term in the
polynomial supply curve (levels, squares, and interaction terms involving wjt) using a complete second
degree polynomial in the demand shifters {ηjt, ωjt−1} and Zjt, then estimate the supply curve with the
predicted polynomial terms. This gives us a distribution of labor supply elasticities, just as in our estimates
of the passthrough elasticity.

The results are shown in Table A.9. Columns 1 and 2 show the results from the log-linear approximation.
Without instrumenting for wages (using OLS), we find a labor supply elasticity parameter of 0.053. Once
we use our demand shifters to instrument for the wage, our estimated parameter increases to 1.781. Using
the polynomial approximation, we estimate the equation, take derivatives with respect to the log wage, and
find a mean labor supply elasticity of 0.019 (without demand shifters) and 2.746 (with demand shifters).
This closely matches the mean labor supply elasticity we estimate using the structural nested logit model
of labor supply in Section 6.1. Both the linear and polynomial results are consistent with the rest of the
literature on estimating labor supply.

Table A.9: ESTIMATION OF REDUCED FORM LABOR SUPPLY ELASTICITY

Log-linear Polynomial

OLS IV OLS IV

E(εLW ) 0.053 1.781 0.019 2.746
(0.006) (0.044) – –

R2 0.527 0.411 0.539 0.529
Observations 374,000

Note: Table A.9 reports estimates from the labor supply elasticity procedure described in Section D.2.
The instruments used in the IV regressions are ωjt−1 and ηjt. The log-linear columns report coef-
ficients with standard errors in parentheses. The polynomial columns report means of the estimated
elasticity distribution. The number of observations is rounded to the nearest thousand.

D.3 Dynamic Cost Wedge Estimation
This subsection estimates the dynamic component underlying the cost wedge. Recall that we allow firms to
face a general cost function that may include fixed costs, adjustment costs in labor and capital, as well as
non-wage variable costs which may depend on the level of labor or capital. The remaining model object we
want to estimate is the dynamic net marginal benefit term,

Bϕ
jt ≡

(
∂V j,t+1

∂Ljt
− ∂Φjt
∂Ljt

)
.

In order to do this, we impose some additional structure on the cost function. We assume that the labor-
relevant component of the cost function, ΦLjt, depends on changes (in levels) of the labor input ∆Ljt and
workforce composition terms ∆Z̃jt, as well as the levels of labor Ljt, job amenities ujt, workforce composi-
tion Z̃jt and other predetermined firm characteristics Zjt. We also allow firms to differ in their fundamental
marginal cost of employing labor, ωΦ

j , which captures the fact that some firms may be more or less efficient
at managing, training, or retaining labor.

We then take two approaches to estimating the dynamic net marginal benefit term. First, we take a parametric
approach and assume that ΦLjt takes the following form:

ΦLjt = α1(Ljt − Lj,t−1)
2 + Ljt

[
(Z̃jt − Z̃j,t−1)

2Γ1 + Z̃jtΓ2 + ZjtΓ3 + α2ujt + ωΦ
j

]
. (81)
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The derivative of the current cost function with respect to Ljt, holding workforce composition fixed, is then

∂ΦLjt
∂Ljt

= 2α1(Ljt − Lj,t−1) + (Z̃jt − Z̃j,t−1)
2Γ1 + Z̃jtΓ2 + ZjtΓ3 + α2ujt + ωΦ

j . (82)

The other term in the dynamic component is ∂V j,t+1/∂Ljt, where

V j,t+1 ≡ βEt [Vj,t+1(Ij,t+1)] .

The state variable Ljt enters the next-period problem as lagged labor. Under the parametric cost function
above, it affects next-period costs through the adjustment-cost term α1(Lj,t+1 − Ljt)

2. By the envelope
condition,

∂V j,t+1

∂Ljt
= −βEt

[
∂ΦLj,t+1

∂Ljt

]
= 2βα1(Lj,t+1 − Ljt), (83)

where
Lj,t+1 ≡ Et[Lj,t+1].

Combining Equations (82) and (83), we can write the net marginal benefit term as

Bϕ
jt ≡

∂V j,t+1

∂Ljt
−
∂ΦLjt
∂Ljt

= 2βα1(Lj,t+1 − Ljt)− 2α1(Ljt − Lj,t−1)

− (Z̃jt − Z̃j,t−1)
2Γ1 − Z̃jtΓ2 − ZjtΓ3 − α2ujt − ωΦ

j . (84)

Equivalently,

Bϕ
jt = 2α1

[
βLj,t+1 − (1 + β)Ljt + Lj,t−1

]
− (Z̃jt − Z̃j,t−1)

2Γ1 − Z̃jtΓ2 − ZjtΓ3 − α2ujt − ωΦ
j .

We can estimate the dynamic net marginal benefit term using our estimates of the labor supply elasticity,
wage, and MRPL. We assume that expected MRPL contains classical measurement error, such that

MRPL
true
jt =MRPLjt + ξME

jt .

The expected wage first-order condition is then

W jt =
εL
Wjt

1 + εL
Wjt

(
MRPLjt + ξME

jt +Bϕ
jt

)
. (85)

Let

µεjt ≡
εL
Wjt

1 + εL
Wjt

.

Rearranging gives the estimating equation

W jt

µεjt
−MRPLjt = Bϕ

jt + ξME
jt . (86)
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Under the assumptions above, and after absorbing the sign of the primitive firm marginal-cost shifter into a
firm fixed effect, we can rewrite this equation as

Bϕ
jt = Dϕ(∆Ljt,∆Z̃jt, Zjt, Lj,t+1, Ljt, Z̃jt, ujt) + ωϕj + ξME

jt . (87)

Here Dϕ(·) is the observable component implied by Equation (84), and ωϕj ≡ −ωΦ
j is the corresponding

firm-specific net-benefit fixed effect. We estimate Equation (87) with a linear OLS regression with firm fixed
effects. Our second approach to estimating the dynamic cost wedge is to relax the parametric assumptions
and estimate Dϕ(·) as a complete second-degree polynomial in the same variables.

One final issue is that expected labor next period, Lj,t+1, is not observed in period t. However, it is a
function of the period t information set, Ijt, plus the period t choice variables KI

jt, Ljt, and Z̃jt, and the
exogenous distributions of future shocks. Thus we include the period t information set in the regressions as
a proxy for expected future labor. In particular, we additionally include TFP shocks and levels, the capital
stock, and the net investment rate, as these are potentially strong determinants of the expected future value
of labor while not directly entering current marginal labor costs in the parametric specification.

Table A.10: ESTIMATED NET MARGINAL BENEFIT COMPONENTS

Observed Parametric Polynomial

(1) (2) (3) (4) (5) (6) (7)
Statistic Bϕ

jt Dϕ
jt ωϕ

j ξME
jt Dϕ

jt ωϕ
j ξME

jt

Mean 53 49 0 0 49 0 0
Std. Dev. 292 263 229 108 282 204 98

p5 -424 -425 -360 -149 -438 -337 -135
p10 -306 -295 -270 -103 -311 -247 -93
p25 -132 -112 -134 -48 -126 -116 -43
p50 42 63 6 -4 53 7 3
p75 219 233 138 40 227 118 36
p90 413 399 262 101 405 230 91
p95 577 514 349 158 529 313 143

Variance contribution 100% 52% 34% 14% 64% 24% 12%

Note: Table A.10 reports moments of the estimated net marginal benefit components from Bϕ
jt =

Dϕ(∆Ljt,∆Z̃jt, Zjt, Lj,t+1, Ljt, Z̃jt, ujt) + ωϕ
j + ξME

jt , where Bϕ
jt ≡ W jt/µ

ε
jt − MRPLjt. Column (1) reports the ob-

served left-hand-side object. Columns (2)–(4) report the fitted non-fixed-effect component, firm fixed effect, and residual from the parametric
specification. Columns (5)–(7) report the corresponding objects from the flexible polynomial specification, in which Dϕ(·) is estimated as
a complete second-degree polynomial in the same variables. The final row reports each component’s contribution to Var(Bϕ

jt). If the fitted
observable and firm-effect components are not orthogonal, covariance terms are allocated across the corresponding components. Percentiles are
calculated as the mean of adjacent milliles.

Estimating Equation (87) provides the firm-level distribution of predicted net marginal benefits and the
latent firm-level component ωϕj . In Table A.10 we report moments of the distributions of each component
along with how much each component can account for the total variation of the empirical net marginal
benefit term, Bϕ

jt. Overall, both the parametric and polynomial specifications predict the variation very
well. Most of the variation in the estimated net marginal benefit term is accounted for by the component
explained by the observed state variables in the model, Dϕ(·), rather than by the latent firm component
or the residual. This is true under both the parsimonious parametric specification (52%) and the more
flexible polynomial specification (64%), and is even more pronounced in the latter. The estimated model
(the predicted and fixed-effect components) accounts for 86–88% of the total variance in the empirical
net marginal benefit term. In other words, the dynamic cost wedge is largely systematic rather than being a
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misspecification residual, and is closely linked to the same state variables that appear in the model, including
labor adjustment, workforce composition, expected future labor, firm characteristics, and amenities. The
polynomial specification increases the share of variation explained by observables in levels, while reducing
the role of the fixed effect, suggesting that part of what appears as permanent heterogeneity under the
parametric model is in fact due to nonlinearities in observables.

Table A.11: ESTIMATED COST WEDGE COMPONENTS

Observed Parametric Polynomial

(1) (2) (3) (4) (5) (6) (7)
Statistic µϕ

jt − 1 D̃ϕ
jt ω̃ϕ

jt ξ̃ME
jt D̃ϕ

jt ω̃ϕ
jt ξ̃ME

jt

Mean 0.10 0.07 0.01 0.00 0.08 0.01 0.00
Std. Dev. 0.36 0.31 0.25 0.14 0.31 0.24 0.13

p5 -0.34 -0.42 -0.36 -0.16 -0.41 -0.36 -0.14
p10 -0.26 -0.29 -0.27 -0.11 -0.30 -0.26 -0.10
p25 -0.12 -0.12 -0.14 -0.05 -0.13 -0.12 -0.04
p50 0.05 0.06 0.01 0.00 0.05 0.01 0.00
p75 0.24 0.24 0.15 0.04 0.25 0.12 0.04
p90 0.47 0.47 0.28 0.11 0.48 0.25 0.10
p95 0.68 0.67 0.39 0.18 0.66 0.35 0.16

Variance contribution 100% 51% 31% 18% 52% 31% 17%

Note: Table A.11 reports moments of the cost-wedge decomposition. For any componentXjt, define X̃jt ≡ Xjt/MRPLjt. Then µϕjt−1 =

D̃ϕ
jt + ω̃ϕ

jt + ξ̃ME
jt . Column (1) reports the observed distribution of µϕjt − 1. Columns (2)–(4) report the corresponding components from the

parametric specification, while columns (5)–(7) report the components from the flexible polynomial specification. The final row reports each
component’s contribution to Var(µϕjt). If the fitted observable and firm-effect components are not orthogonal, covariance terms are allocated
equally across the corresponding components. Percentiles are calculated as the mean of adjacent milliles.

While Bϕ
jt represents the level of the net marginal benefit of labor, it is the net marginal benefit relative to

the firm’s MRPL (i.e., the cost wedge µϕjt) that has more economic meaning. For example, larger firms may
have larger marginal net benefits or costs, but be less distorted because they have even greater marginal labor
productivity. We construct the estimated components of the cost wedge by dividing Equation (87) through
by MRPLjt as

µϕjt − 1 = D̃ϕ
jt + ω̃ϕjt + ξ̃ME

jt , (88)

where, for any component Xjt, we define X̃jt ≡ Xjt/MRPLjt. We report the moments and variance
contributions of these cost-wedge terms in Table A.11.

D.4 Additional Cost Wedge and Variance Decomposition Results
In this section we present additional results from the labor supply estimation and cost wedge decompositions,
as well as robustness exercises using an alternative labor supply model.

First, we examine how our baseline cost wedge measure varies across industries. Table A.12 shows that
cost wedges are highest in information, administrative services, professional services, and finance. These
sectors rely heavily on skilled workers, client relationships, and firm-specific knowledge, often with multi-
year development time-frames, so the shadow value of retaining labor is high. Cost wedges are lowest in
accommodation and food and mining. In accommodation and food, labor services are more contemporane-
ous and firms can more easily adjust labor inputs, while safety, supervision, and regulatory costs may raise
current non-wage marginal costs in the mining sector. The industry pattern therefore suggests that the cost
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Figure A.3: DENSITY PLOT OF MARKDOWN MEASURES
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Note: This figure plots the density of the ex-ante markdown (W jt/MRPL), the logit monopsony markdown (µε), and the implied cost wedge
(W jt/(µ

εMRPL). It also plots the markdown and implied cost wedge from a nested CES labor supply model.

wedge reflects persistent differences in workforce composition, expectations about future value of labor,
adjustment frictions, and non-wage costs of labor.

Table A.12: COST WEDGES BY INDUSTRY

Industry Mean Std. Dev. Industry Mean Std. Dev.

Information 1.30 0.38 Manufacturing 1.08 0.29
Administrative Services 1.20 0.40 Transportation 1.06 0.33
Professional Services 1.19 0.36 Real Estate 1.04 0.38
Finance 1.18 0.39 Other Services 1.04 0.32
Wholesale/Retail 1.10 0.42 Accommodation/Food 0.96 0.30
Construction 1.09 0.27 Mining 0.83 0.38

Total 1.10 0.36
Note: This table reports industry-level means and standard deviations of the cost wedge, µϕjt, by NACE-2 sector.

To explore whether our variance decomposition result is just due to our chosen functional form, we cal-
ibrate the nested CES labor supply elasticity function used in Berger et al. (2022) to match our mean
estimated labor supply elasticity of 2.87, obtain alternate measures of the monopsony and cost wedges,
µε,cesjt and µϕ,cesjt and repeat the variance decomposition from section 6.2 . In particular, we define εL,ces

W jt
=

((ηBHM )−1 + ((θBHM )−1 − (ηBHM )−1) ∗ sBHMgjt )−1, where the inside share is defined over ability (as
in our baseline model) at the industry-municipality-year level. We follow BHM here in using 3-digit in-
dustry codes. We choose the same degree of across-market substitution as in BHM, with θBHM = 0.42,
and choose the within-market substitutability parameter ηBHM such that E[εL,ces

W jt
] = 2.87. This gives us

ηBHM = 4.13 and an alternative distribution of monopsony and cost wedges. The results are similar, with
only 5.1% of the variance of markdowns attributed to variance in the monopsony wedge. We report the
distributions and variance decomposition results from the CES calibration in columns 5-7 of Table A.13 and
plot the distributions from both models in Appendix Figure A.3.
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Table A.13: ESTIMATED LABOR SUPPLY ELASTICITIES, MARKDOWNS, AND COST WEDGES

Panel A. Moments
Labor wedge Baseline LS specification CES LS specification

Statistic µjt εL
W jt

µεjt µϕjt εL,CES

W jt
µε,CES
jt µϕ,CES

jt

Mean 0.81 2.87 0.74 1.10 2.87 0.70 1.22
Std. Dev. 0.27 0.47 0.03 0.36 1.14 0.14 0.56

p5 0.48 2.14 0.68 0.66 0.51 0.34 0.64
p10 0.54 2.27 0.69 0.74 0.90 0.47 0.73
p25 0.65 2.57 0.72 0.88 2.11 0.68 0.89
p50 0.77 2.84 0.74 1.05 3.28 0.77 1.09
p75 0.92 3.13 0.76 1.24 3.83 0.79 1.37
p90 1.10 3.45 0.78 1.47 4.02 0.80 1.85
p95 1.25 3.71 0.79 1.68 4.07 0.80 2.32

Panel B. Variance decomposition of log expected markdown

Statistic log(µjt) log(µεjt) log(µϕjt) log(µε,CES
jt ) log(µϕ,CES

jt )

Share of variance (%) 100.0 – 4.2 95.8 – 5.1 94.9
Note: Panel A reports moments of the expected markdown, labor supply elasticity, monopsony wedge, and cost wedge. The expected markdown

satisfies µjt = µεjtµ
ϕ
jt. Panel B decomposes the variance of log(µjt) into the labor-supply component and the dynamic cost component.

Baseline columns use the nested-logit labor supply estimates. CES columns use the CES-based labor supply specification calibrated to match
the mean baseline labor supply elasticity. Dashes indicate columns that do not enter the variance decomposition. The sample includes 374,000
firm-year observations, rounded to the nearest thousand. Percentiles are calculated as the mean of adjacent milliles.

E Details on Misallocation and Markdown Accounting Exer-
cises

This appendix gives the derivations and implementation details for the accounting exercises reported in
Section 6.5. The exercises use the expected markdown and its structural decomposition,

µjt =
Wjt

MRPLjt
= µεjtµ

ϕ
jt, (89)

where µεjt is the static monopsony component recovered from the labor-supply model and µϕjt is the dynamic
cost wedge. Throughout, Ljt denotes ability-adjusted labor input, Rjt is revenue, and αLjt is the labor
revenue elasticity, so that MRPLjtLjt = αLjtRjt.

Note that these three exercises are partial-equilibrium accounting exercises. They do not solve for a new
equilibrium allocation, do not model worker re-sorting, and do not impose that the dynamic cost wedge is
necessarily inefficient. A cost wedge above one may reflect firms constrained by socially costly adjustment
frictions, but it may also reflect valuable labor hoarding or the continuation value of retaining workers. The
exercises therefore should not be interpreted as welfare gains from eliminating dynamic costs.
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E.1 Local Harberger Revenue-Loss Index
The Harberger exercise converts dispersion in markdowns into a local revenue-loss index. Let

τjt ≡
MRPLjt
Wjt

=
1

µjt
, zjt ≡ log τjt = − logµjt. (90)

Using equation (89),

zjt = zεjt + zϕjt, zεjt ≡ − logµεjt, zϕjt ≡ − logµϕjt. (91)

Consider a firm with local revenue function Rjt(L), holding productivity, capital, demand conditions, and
other states fixed. The marginal revenue product is MRPLjt(L) = R′

jt(L). Define the local curvature of
labor demand as

κjt ≡ −d logMRPLjt
d logLjt

. (92)

A small change in labor therefore changes log marginal revenue product according to

d logMRPLjt ≃ −κjtd logLjt. (93)

Closing a local log markdown wedge zjt requires an approximate labor change

d logLjt ≃
zjt
κjt

, dLjt ≃ Ljt
zjt
κjt

. (94)

For small wedges, MRPLjt −Wjt ≃ MRPLjtzjt. The Harberger triangle associated with moving labor
locally toward the point at which MRPLjt =Wjt is therefore

Lossjt ≃
1

2
(MRPLjt −Wjt)dLjt (95)

≃ 1

2
MRPLjtzjt

(
Ljt

zjt
κjt

)
(96)

=
1

2

MRPLjtLjt
κjt

z2jt =
1

2

αLjtRjt

κjt
z2jt. (97)

The preferred specification uses relative markdowns within labor markets. A common markdown across all
firms in a market changes the level of the wage–MRPL gap but does not reallocate labor across firms. Let
m(j, t) denote the market-year cell and define

z̃jt = zjt − z̄m(j,t). (98)

The aggregate local revenue-loss index is

L =
1

2

∑
jt

αLjtRjt

κjt
(z̃jt)

2 , Loss = 100× L∑
jtRjt

. (99)

We implement equation (99) using three curvature measures. The Cobb–Douglas approximation is

κCDjt = 1− αLjt. (100)
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The actual fixed-input curvature is

κACTjt = −∂ logMRPLjt
∂ logLjt

, (101)

computed from the estimated revenue production function holding materials fixed. The flexible-materials
curvature allows materials to adjust locally and is

κFLEXjt = −
[
∂ logMRPLjt

∂ logLjt
− ∂ logMRPLjt

∂ logMjt

∂ logMRPMjt/∂ logLjt
∂ logMRPMjt/∂ logMjt

]
. (102)

The decomposition follows directly from equation (91). Since

z̃jt = z̃εjt + z̃ϕjt, (103)

we have
(z̃jt)

2 =
(
z̃εjt
)2

+
(
z̃ϕjt

)2
+ 2z̃εjtz̃

ϕ
jt. (104)

Thus total loss is the sum of a monopsony term, a dynamic cost term, and a covariance term:

Lε = 1

2

∑
jt

αLjtRjt

κjt

(
z̃εjt
)2
, (105)

Lϕ =
1

2

∑
jt

αLjtRjt

κjt

(
z̃ϕjt

)2
, (106)

Lcov =
∑
jt

αLjtRjt

κjt
z̃εjtz̃

ϕ
jt. (107)

For the main tables, we allocate one-half of the covariance term to each component:

Shareε =
Lε + 1

2L
cov

L
, Shareϕ =

Lϕ + 1
2L

cov

L
. (108)

These two shares sum to one. Table 9 reports the market-demeaned results for the three curvature measures.

E.2 Aggregate Wage–MRPL Gap Accounting
The wage-gap exercise is an exact accounting identity. Starting from

Wjt = µjtMRPLjt = µεjtµ
ϕ
jtMRPLjt, (109)

we can write the firm-level gap as

MRPLjt −Wjt =MRPLjt

(
1− µεjtµ

ϕ
jt

)
(110)

=MRPLjt
(
1− µεjt

)
−MRPLjtµ

ε
jt

(
µϕjt − 1

)
. (111)
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Multiplying by ability-adjusted labor input gives

Ljt(MRPLjt −Wjt) = LjtMRPLjt
(
1− µεjt

)︸ ︷︷ ︸
static monopsony component

+LjtMRPLjt

[
−µεjt

(
µϕjt − 1

)]
︸ ︷︷ ︸

dynamic cost component

. (112)

Aggregating equation (112) gives the entries in Table 10. We report the observed gap under two normaliza-
tions. The first is the potential wage bill,

PWB ≡
∑
jt

LjtMRPLjt, (113)

which is the wage bill that would obtain if each efficiency unit of labor were paid its marginal revenue
product. The second is the actual wage bill,

WB ≡
∑
jt

LjtWjt. (114)

The component shares are computed relative to the observed aggregate gap. A negative dynamic component
means that µϕjt > 1 is quantitatively important, so dynamic continuation values or labor-hoarding motives
partially offset the static monopsony wage gap.

E.3 Firm Targeting Exercise
The targeting exercise asks whether the observed wage–MRPL wedge or markdown is a reliable screen for
the structural source of the wedge. We define three target sets. The full-markdown target selects firm-years
with the widest observed wage–MRPL gaps, equivalently the lowest values of µjt. The monopsony target
selects firm-years with the widest static monopsony component, equivalently the lowest values of µεjt. The

dynamic-cost target selects firm-years with the largest values of | logµϕjt|.

We construct these targets in two ways. The economy-wide version uses unconditional deciles in the pooled
sample. The within-market version ranks firms within four-digit industry by municipality by year cells and
selects the top decile within each cell. The main statistic is the conditional overlap

Overlap(r|full) = Pr
(
T rjt = 1 | T fulljt = 1

)
, r ∈ {ε, ϕ}, (115)

where T fulljt is the full-markdown target and T rjt is either the monopsony or dynamic-cost target. We also
compute weighted overlaps,

Overlapω(r|full) =
∑

jt ωjtT
full
jt T rjt∑

jt ωjtT
full
jt

, (116)

using the potential wage bill weight ωjt = LjtMRPLjt.

This exercise is not intended to characterize an optimal policy rule. It asks a simpler diagnostic question:
if a researcher or policymaker used the observed wage–MRPL wedge to identify firms with labor-market
power or dynamic employment frictions, how often would that screen select the firms identified by the
structural decomposition? The results in Table 11 show that the answer depends strongly on whether the
target is monopsony power or the dynamic cost wedge, and on whether the ranking is economy-wide or
within market.
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F Additional Results

F.1 Tables

Table A.14: WORKER CHARACTERISTICS

Statistic Earnings Annual wages Hourly wage Age

Mean 51 56 38 38
Std. Dev. 37 117 162 13

p10 6 10 17 20
p25 25 38 27 28
p50 51 54 35 38
p75 67 69 44 48
p90 88 91 58 57
p99 165 177 149 66

Observations 8,800,000

Note: Table A.14 reports cross-sectional moments for workers in the sample. Annual earnings and annual
wages are measured in thousands of 2010 USD. Hourly wages are measured in 2010 USD, and age is
measured in years. The number of observations is rounded to the nearest thousand.

Table A.15: FIRM CHARACTERISTICS

Statistic Employment Revenue Value added Value added/worker Firm age

Mean 24 6,191 1,993 86 16
Std. Dev. 202 57,549 14,946 106 11

p10 2 289 114 33 5
p25 3 494 197 51 7
p50 6 1,024 404 74 14
p75 14 2,722 1,018 104 22
p90 36 8,440 2,908 147 30
p99 281 83,647 26,531 298 50

Observations 374,000

Note: Table A.15 reports cross-sectional moments for firms in the estimation sample. Revenue, value added, and value added per
worker are measured in thousands of 2010 USD. The number of observations is rounded to the nearest thousand.
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Table A.16: CROSS-SECTIONAL MODEL ESTIMATES

Productivity Wages and markdowns Output elasticities

Statistic νjt ηjt wjt mrpljt µjt RTSjt εYK,jt εYL,jt εYM,jt

Mean 0.00 0.01 6.59 6.83 0.83 0.95 0.05 0.35 0.54
Std. Dev. 0.19 0.05 0.28 0.27 0.27 0.05 0.02 0.14 0.17

p10 -0.22 -0.05 6.26 6.52 0.55 0.88 0.03 0.16 0.33
p25 -0.10 -0.02 6.45 6.69 0.66 0.91 0.04 0.26 0.43
p50 0.01 0.01 6.61 6.84 0.79 0.95 0.05 0.36 0.54
p75 0.10 0.03 6.76 6.98 0.94 0.98 0.06 0.45 0.66
p90 0.21 0.05 6.89 7.13 1.11 1.01 0.07 0.53 0.77
p99 0.52 0.12 7.27 7.52 1.85 1.08 0.10 0.68 0.91

Observations 374,000

Note: Table A.16 reports cross-sectional moments of the model estimates. The number of observations is rounded to the nearest thousand.
Percentiles are calculated as the mean of adjacent milliles.

Table A.17: CROSS-SECTIONAL MEAN MODEL ESTIMATES BY INDUSTRY

Wages and markdowns Output elasticities

Industry wjt mrpljt µjt RTSjt εYK,jt εYL,jt εYM,jt

Mining and quarrying 6.72 7.29 0.61 0.96 0.05 0.33 0.59
Manufacturing 6.63 6.88 0.80 0.97 0.05 0.38 0.53
Construction 6.60 6.81 0.84 0.94 0.05 0.38 0.51
Wholesale and retail 6.56 6.79 0.84 0.96 0.04 0.25 0.67
Transportation and storage 6.63 6.91 0.79 0.93 0.06 0.41 0.46
Accommodation and food services 6.49 6.84 0.74 0.92 0.06 0.35 0.52
Information and communication 6.69 6.80 0.94 0.96 0.06 0.45 0.45
Finance and insurance 6.57 6.77 0.87 0.96 0.06 0.43 0.47
Real estate 6.58 6.92 0.77 0.91 0.07 0.40 0.45
Professional and technical services 6.62 6.82 0.85 0.93 0.06 0.48 0.39
Administrative and support services 6.62 6.85 0.84 0.93 0.06 0.47 0.40
Other services 6.56 6.86 0.77 0.93 0.05 0.36 0.52

Note: Table A.17 reports industry-level means of the model estimates.

Table A.18: CROSS-SECTIONAL MODEL ESTIMATES: NON-ABILITY-ADJUSTED VERSION

Productivity Wages and markdowns Output elasticities

Statistic νjt ωjt ηjt wjt mrpljt µjt RTSjt εYK,jt εYL,jt εYM,jt

Mean 0.00 0.01 0.01 5.26 5.49 0.93 0.99 0.06 0.40 0.53
Std. Dev. 0.24 0.17 0.07 0.30 0.47 0.65 0.08 0.13 0.19 0.16

p10 -0.28 -0.17 -0.07 4.90 4.93 0.41 0.89 -0.10 0.16 0.33
p50 -0.01 0.02 0.01 5.25 5.50 0.78 0.99 0.06 0.39 0.52
p90 0.28 0.18 0.08 5.62 6.06 1.50 1.10 0.23 0.65 0.74

Observations 346,000

Note: Table A.18 reports cross-sectional moments of the non-ability-adjusted model estimates. Relative to the baseline model, the firm-level
wage wjt is the mean wage and the production function is estimated using hours of employment as the labor input. The number of firm-
year observations is rounded to the nearest thousand. Percentiles are calculated as the mean of adjacent milliles. The smaller sample reflects
observations for which the non-ability-adjusted production-function specification and baseline controls are jointly available.
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Table A.19: PASSTHROUGH ELASTICITIES BY INDUSTRY

Passthrough elasticities

Industry εWη εMRPL
η εµη

Mining and quarrying 0.28 2.10 -1.82
Manufacturing 0.26 1.96 -1.70
Construction 0.37 2.12 -1.75
Wholesale and retail 0.32 2.34 -2.02
Transportation and storage 0.44 2.17 -1.72
Accommodation and food services 0.45 2.75 -2.29
Information and communication 0.38 1.93 -1.55
Finance and insurance 0.36 1.91 -1.55
Real estate 0.44 2.42 -1.98
Professional and technical services 0.40 2.08 -1.68
Administrative and support services 0.42 2.22 -1.80
Other services 0.35 2.27 -1.92

Note: Table A.19 reports industry-level means of the passthrough elasticities from persistent TFP shocks,
ηjt, to wages, MRPL, and markdowns.

F.2 Graphs

Figure A.4: DISTRIBUTIONS OF MRPL, MARKDOWNS AND RTS
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Note: This figure shows density plots for (log) firm wages, log MRPL, returns to scale and the markdown. Panel A plots the distributions of log
firm wage and log MRPL together. Panels B and C plot the densities of firm-level returns to scale and markdowns respectively. All density plots
exclude the top and bottom percentiles of their respective distributions.
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Figure A.5: CORRELATION OF MARKDOWNS AND LABOR SHARES WITH PRODUCTIVITY AND WAGES

(a) Markdown and MRPL
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Note: Panels (a) and (b) of this figure show binscatter plots of firm-level markdowns by equal-sized groups of firm-level MRPL and wages. Panel
(c) shows a binscatter plot of firm-level labor share of revenue by firm productivity (ωjt). These results are based on a sample of approximately
374,000 firm-year observations. Productivity and worker ability are in logs, while labor shares and markdowns are in levels.

Figure A.6: DISTRIBUTIONS OF PASSTHROUGH ELASTICITIES

(a) Passthrough to the Wage
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Note: This figure shows density plots for the polynomial estimates of the passthrough elasticities to wages, markdowns and MRPL. Panel A plots
the distribution of the wage passthrough elasticity. Panel B plots the distribution of the markdown passthrough elasticity, and Panel C plots the
distribution of the MRPL passthrough elasticity. All density plots exclude the top and bottom percentiles of their respective distributions.
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Figure A.7: PASSTHROUGH BY FIRM EMPLOYMENT SHARE
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(b) Markdowns and MRPL
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Note: This figure shows binscatter plots the average passthrough to firm-level markdowns (in absolute value), MRPL, and wages from a persistent
shock to firm TFP, ηjt, within firm employment share groups, based on a sample of approximately 374,000 firms-year observations. Employment
share is the fraction of workers hired by a particular firm within a year/industry/municipality bin, where industries are defined by 4-digit NACE
codes.

Figure A.8: INPUT ADJUSTMENT BY SHOCK SIZES
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B. Intermediate-Input Adjustment

Note: This figure shows the change in log labor and log intermediate inputs by bins of the persistent productivity shock and by firm sizes.
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Figure A.9: MARKDOWN BY LEVERAGE

(a) No Controls
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Note: Figure A.9 shows binscatter plots of markdowns on firm leverage. The x-axis in both represents log firm leverage, and the y-axis represents
the average within-bin expected markdown markdown (µjt). Panel A shows the raw relationship with no controls – raw markdown by leverage
bins. Panel B adds controls for lag (log) employment, lag (log) revenue, and year and industry dummy variables.

Figure A.10: FIRM SIZES AND INPUT ADJUSTMENTS
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Note: Figure A.10 shows the relationship between firm size (lag log employment in FTE) and the absolute magnitudes of input adjustments between
period t− 1 and t.
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Figure A.11: TFP SHOCKS AND COST WEDGE DECOMPOSITION
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Markdown and Cost Wedge Decomposition by TFP Shock

Notes: The figure plots means of the markdown and its structural components across bins of the persistent productivity shock, ηjt. The markdown
is µjt = W jt/MRPLjt. The monopsony wedge, µεjt, is implied by the estimated firm-level labor supply elasticity, and the cost wedge, µϕjt, is

recovered from µjt = µεjtµ
ϕ
jt. The remaining series decompose the estimated cost wedge into the component explained by observed firm states,

the firm fixed-cost component, and the residual component. The vertical dashed line marks ηjt = 0

Figure A.12: CORRELATION BETWEEN LEVERAGE AND PREDICTED COST WEDGE
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Notes: The figure plots bin means of firm leverage against the predicted cost wedge, µ̂ϕjt. The predicted cost wedge is the fitted component from
the estimated marginal-cost specification, combining observed firm states and persistent firm heterogeneity. Leverage is measured as debt divided
by assets.

42



Figure A.13: EXIT RATES BY COST WEDGE
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Notes: The figure plots exit rates by bins of the cost wedge distribution, controlling for firm productivity, employment, capital, industry, and year.
See Section 6.2 for further discussion.
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